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EDITORIAL ISSUE 0065

Who holds the switch

Issue five comes out on Friday, 30 October, after a week in
which the abilities of Al systems became a smaller question
than the limits we set for them.

A year ago the question was: what can Al do? This week the question
changed. An internal Anthropic model chained vulnerabilities into at-
tacks on Chrome, Safari, Android, Windows and Linux on its own.
OpenAl said its monitors now watch agents in training, evaluations and
internal use, because one incident began exactly where no monitor was
running. More than 40% of pull requests on GitHub in September were
started by an agent. Capability is no longer in doubt. What is in doubt is
who sets the limits.

That is why the theme of issue five is control. Not in a doom-laden
sense, but in an engineering one: who sees what an agent does, who
approves its steps, who checks the result and who pays when some-
thing breaks. Page 5 lists the five questions that run through the whole
issue: control of data, behavior, software, infrastructure and knowledge.

The numbers this week are large. Binance estimates the scope of its in-
cident at about $6.3 billion. In a single quarter Microsoft and Alphabet
together spent about $91 billion on equipment and facilities. Anthropic
filed its S-1and wrote in it that four of its models reached real third-
party systems during security tests. Behind each figure sits the same
question: how much trust we give a system, and who checks that the
trust is earned.

We are not interested in who won the benchmark race. We want you to
finish this issue better prepared: which patches to install today (pages
18 to 20), which tool to add to your Cl (page 34) and what to ask a ven-
dor before handing over your data (pages 8 and 9).

This is our largest issue so far, with more illustrations and charts than
ever. Every illustration is original. Every claim has a source, the primary
source comes first, and companies' claims about themselves are la-
beled. When sources give different figures, we report both.

Thank you for reading.
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COVER STORY / FIVE QUESTIONS

Who controls
Al?

Models are capable enough that the question is no logger what
they can do, but who sets the limits of what they do, w
checks the results and who is accountable. Five questionsrun

through the whole issue. \

CONTROL OF DATA

Can model infrastructure keep users' requests apart? 08
Cloudflare and 155 responses with other people's data.

CONTROL OF BEHAVIOR

How do you stop an agent from doing what it is not allowed to do? 14
OpenAl monitoring, shutdown tests, Anthropic's prospectus.

CONTROL OF SOFTWARE

What happens when agents start more and more of development? 25
Octoverse, Copilot Fusion, Agent Merge.

CONTROL OF INFRASTRUCTURE

Who owns the chips, the cloud, the memory and the money for
them?

Quarterly results, debt and special purpose vehicles.

CONTROL OF KNOWLEDGE

Who checks a proof written by Al? 43
Three OpenAl results and expert groups.

The question is no longer just how capable Al is, but who sets the limits of what it does, who
checks the results and who is accountable.

tutorijali.app/o0000000/005 05



00008000 / 005

COVER STORY

COVER STORY ANALYSIS 30 0CT 2026 FIVE QUESTIONS, FIVE
PLACES

Data

The questionisnolonger ...

Behavior

What AI can do Pages 14 to 17

Software

Five stories from the same week describe the same

Pages 24 to 34

Infrastructure
problem from five angles. Models are capable enough that Pages 35 to 40
the limits on what they do matter more than the limits of Knowledge
what they can do. Pages 4310 45

SOURCES

When Cloudflare published its analysis of a Workers Al bug on 26
October, the story was not about a bad model. GLM-5.3 worked as in-
tended. The problem was the infrastructure serving it: in rare cases a
response could contain pieces of other people's requests. That is the
first and oldest question of control: does a system that shares memory
between users really keep their data apart?

1

The second question is behavior. On 29 October OpenAl described a 2
multi-layer system that watches what its agents do, from cheap detec-
tors on model activations to investigative agents that read network logs.
The company says openly that it expanded the system after an incident
that began in evaluations where no monitors were running. Oversight, in
other words, was strong where problems were expected.

The third question is software. According to GitHub, more than 40% of
pull requests in September started with an agent's draft, up from 17% in
March. That does not mean Al writes and approves code by itself, but
the first step is increasingly machine-made. So who reviews, tests and
signs off?

The fourth question is infrastructure. The companies selling Al are also
the largest buyers of chips, memory and power, and part of those pur-
chases is financed with debt through special purpose vehicles.
Whoever owns capacity sets the price and the pace.

The fifth question is knowledge. OpenAl claims its models proved three
deep results in mathematics, computer science and physics. The com-
pany itself calls them raw research data rather than scientific under-
standing, and hands them to outside experts to check.

tutorijali.app/o0000000/005

Cloudflare, Cross-
request KV cache
exposure in the GLM-
5.3 Workers Al model,
and our remediation
with SGLang, 26 Oct
2026
blog.cloudflare.com

OpenAl, How we detect
frontier model
misalignment, 29 Oct
2026

openai.com

GitHub, Octoverse:
Commits, pushes reach
new highs in 2026 as
developers build with
agents, 28 Oct 2026
github.blog

OpenAl, Working with
academic communities
to build scientific
understanding, 26 Oct
2026

openai.com
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COVER STORY

ANALYSIS

30 0CT 2026

Control is work, nota

switch

FIVE CONTROL POINTS FROM THIS WEEK

DATA

BEHAVIOR

SOFTWARE

INFRASTRUCTURE

KNOWLEDGE

Request isolation

155 GLM-5.3 responses with other users' data, fixed
on 9 September

Monitoring agents

Four layers of automated review and a human for the
hardest cases

Who writes the first draft

Agents start over 40% of PRs, review stays with
people

Who pays for capacity
Tens of billions through shares, debt and special
purpose vehicles

Who checks the proof
Three Al results go to independent experts

WHAT TIES THESE STORIES TOGETHER

08

14

44

In none of them does control look like a single off switch. It looks like a
chain of small decisions: how much memory a prompt gets, which tool
an agent may call without asking, who sees the log, who signs the loan
for the chips. GitHub introduced a mode in which a language model
judges an agent's commands and lets only clearly safe ones through.
Google is giving its cyber defense model to selected teams first.
Anthropic paused some evaluations after incidents.

WHAT IS NOT SOLVED

None of these mechanisms removes risk. OpenAl says its external mon-

itoring cannot always see the full context because of privacy protec-
tions. Anthropic notes that models sometimes behave differently when
they recognize a test. In financing, risk moves off company balance

sheets into special purpose vehicles and lenders. That is why every ma-

jor story in this issue carries a status label.
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COVER STORY

STATUS LABELS

GA
Generally available on
the listed plans

Public preview
Available to try, may
change

Research preview
Limited access, research
stage

Announcement
Not available, often with
no date

VENDOR
Result published by the
vendor

KEV
CISA has evidence of
active attacks

SOURCES

1 GitHub Changelog,
GitHub Copilot assisted
permissions generally
available, 26 Oct 2026
github.blog

2 Google, Introducing
Gemini 4 Carbon, 28
Oct 2026
blog.google

3 SEC EDGAR, Anthropic,
PBC, Form S-1
Registration Statement,
26 Oct 2026
sec.gov
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When Al answers Wltﬁ sorﬁ %me @E e
else's data

From 27 August to 9 September, the GLM-5.3 model on
Workers Al could return pieces of other people's requests in
155 responses. The cause was not the model but the way the
server shared memory.

The problem was reported by researcher Gadi Evron of Knostic
on the evening of 8 September, UTC, through Cloudflare's bug
bounty program. The next day Cloudflare declared an incident,
took the model out of public use and found the cause in just over
an hour. A fixed version went back online the same day.

Only prompts longer than 681,280 tokens were affected. That was the
capacity of the memory pool on the GPUs that process prompts, even
though the model supports a context of 1,048,576 tokens. Cloudflare
knew about the mismatch before launch, but not that, combined with a
bug in the open source SGLang engine, it would leak data.

The company says a small number of customers were affected, that no
other models were exposed and that it found no evidence of deliberate
exploitation. The exact number of affected customers was not pub-
lished. The fix has two parts: a larger pool of about 2.04 million tokens,
and an SGLang patch that retires a rejected request before anything is
transferred.
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155

responses with pieces of
other requests, all to
prompts longer than
681,280 tokens.
Cloudflare

TIMELINE,

27 Aug

8 Sep

9 Sep

9 Sep

26 Oct

SOURCES

uTcC

Launched with
an undersized
pool

Report through
HackerOne

Model pulled,
cause found

Fixed model
restored

Joint
disclosure
with SGLang

1 Cloudflare, Cross-
request KV cache
exposure in the GLM-
5.3 Workers Al model,
and our remediation
with SGLang, 26 Oct

2026

blog.cloudflare.com
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SECURITY / HOW IT WORKS ' KV CACHE

How the cache became
shared memory

A KV cache stores a model's intermediate results. When a
rejected request slips through anyway, the next step reads
memory that still holds other people's data.

GLM-5.3 ON WORKERS AI: BEFORE AND AFTER THE FIX

BEFORE THE FIX, 27 AUG TO 9 SEP AFTER THE FIX, FROM 9 SEP
A rejected prompt moves on A rejected request is retired

1 User B's pages stay in memory 1 The pool holds about 2.04 million
2 User A's prompt does not fit the tokens
681,280 token pool 2 Arejected request is retired before any
3 The rejected request still reaches transfer
decode and reads other pages 3 No KV cache allocation or transfer
a a
a a

Pages are not cleared between requests, Each request reads only its own pages.
they are overwritten.

User A User B's earlier request  [[l] Other user's data read into the answer

Free page

Simplified, based on Cloudflare. The number of cells does not match the real number of pages.

WHAT A KV CACHE IS

For every token in a prompt, a language model computes two vectors, a
key and a value. So it does not have to recompute them while writing
the answer, the server keeps them in GPU memory, split into pages.

WHERE ISOLATION BROKE

Cloudflare runs prompt processing (prefill) and answer generation (de-
code) on different GPUs. SGLang marked an oversized prompt as re-
jected and replaced it with a one-token request, but the admission
queues only checked whether a request had finished, not whether it
had been rejected. The request moved on, and decode read pages no-
body had cleared, because pages are not zeroed between requests but
overwritten.

The lesson for customers: shared inference infrastructure is part of your

threat model, even when the model itself is flawless.
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SECURITY

IN BRIEF

Model
GLM-5.3, @cf/zai-
org/glm-5.3

Period
27 Aug to 9 Sep 2026

Responses
155, all to prompts over
681,280 tokens

Other models
Not affected, per
Cloudflare

SGLang
Fixes in versions 0.5.20
to0 0.5.22

NO EXAGGERATION

155 responses are
not evidence that the
data of all Cloudflare
customers was
exposed. One model
was affected, for two
weeks, only for very
long prompts.

SOURCES

1 Cloudflare, Cross-
request KV cache
exposure in the GLM-
5.3 Workers Al model,
and our remediation
with SGLang, 26 Oct
2026
blog.cloudflare.com
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SECURITY / ANTHROPIC / 27 OCT 20826

SECURITY

Alno Ioriger‘justfihds bugs. It
chains them into attacks:

An internal, unreleased Anthropic model built five attack
chains on its own against Chrome, Safari, Android, Windows
and Linux. All bugs were reported to vendors and patched
before publication.

In its 27 October post, Anthropic describes several months of
work: the model found vulnerabilities in widely used software and
then linked them into chains leading to code execution or other
critical outcomes, with little or no user interaction. According to
the company, the model wrote the exploits itself after initial
prompting.

Chrome had the largest volume: 62 CVEs, all rated critical or high,
patched as of version 156. The Safari chain never even executed code.
It combined four weaknesses, some of them intended behavior, so that
a website could read history and cookies from other domains.

For Windows, the model analyzed the executable without source code
and found an out-of-bounds read in the kernel's QUIC implementation,
CVE-2026-33096, which lets an attacker crash a server remotely. For

Linux, the post describes a zero-interaction attack over multipath TCP,
CVE-2026-98432, patched in all maintained branches.

The post deliberately contains no attack instructions: details are pub-
lished only after vendors patch. The key message is for defenders. If a
model can do this for researchers, the same capability exists for
attackers.
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NUMBER

62 CVE

in Chrome, critical or
high, patched as of
version 156, including 13
sandbox escapes.
Anthropic

FIVE CHAINS

Chrome

Code outside the
sandbox in one click
Safari

Same-origin policy
bypass

Android

Data from a locked Pixel
9

Windows

Remote server crash via
HTTP/3

Linux
Root commands, no
interaction

SOURCES

1 Anthropic, Discovering
and exploiting
vulnerabilities in critical,
real-world software with
Claude, 27 Oct 2026
anthropic.com
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SECURITY / ANTHROPIC / HOW IT WAS DONE

Five chains, five vendors

What the chains the model built look like, and why
Anthropic argues defenders must scan code at the same
pace.

FIVE CHAINS, FROM THE FIRST LINK TO THE OUTCOME

V8 heap corruption - V8 sandbox escape -

62 CVES, CHROME
Chrome . CacheStorage race - FedCM use-after-free - 156
macOS, default settings
Code outside sandbox

JavaScriptCore UAF = Gigacage bypass -

Safari WebContent IPC flaw | - APPLE PATCHED
any website
Reads history and cookies
. USB restrictions - Device transfer -
Android GOOGLE FIXED
locked Pixel 9 Six-digit code - EEGCEENTEEEIE]
Windows Binary analysis - QUIC out-of-bounds read -

CVE-2026-33096
HTTP/3 server

Race and use-after-free - Pointer leak -

Hijacked callback -

Simplified from Anthropic's post, without details that would enable an attack.

Linux
multipath TCP

CVE-2026-98432

RESPONSIBLE DISCLOSURE

The model worked as a set of parallel scanning agents, and every find-
ing went through a standard verification and risk rating. Vendors get 90
days to patch and another 45 before Anthropic discusses details be-
yond the public advisory. That is why every vendor in this story has al-
ready shipped fixes. Apple's notes for iOS 27.2 credit an Anthropic re-
searcher for three vulnerabilities.

WHAT IT MEANS FOR YOU

The company's advice is to scan code on every pull request, not once a

year. Anthropic released a Claude Code plugin for security review of
changes and expanded its verification program for security
professionals.
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SECURITY

DISCLOSURE TIMELINE

Patch
90 days from report

Details
Another 45 days after
that

Linux PoC

48 minutes to leak a
pointer, 5 more to
commands

WHERE THE LINE IS

The same model that
finds a bug can
exploit it. That is why
Anthropic opens
advanced cyber
capabilities to
verified
professionals,
through its Cyber
Verification Program.

SOURCES

1 Anthropic, Discovering
and exploiting
vulnerabilities in critical,
real-world software with

Claude, 27 Oct 2026
anthropic.com

2 Apple, About the
security content of iOS
27.2 and iPad0S 27.2,
26 Oct 2026
support.apple.com
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Binance estimates the incident's impact at about $6.3 billion. THIELINE
According to the preliminary investigation, the entry point 220ct FifTIt :ePOFtS of
. wallets
may have been a compromised laptop of one DevOps draining
engineer. The final loss is not yet known. 29 0ct  Binance
confirms
. . incident,
On Thursday, 29 October, users began reporting funds leaving pauses
Binance wallets. The company's founder Changpeng Zhao, who withdrawals
no longer runs Binance but is its largest shareholder, wrote on X 29 0ct g?thlerfa”d
Ircle freeze
that the exchange had likely been hacked. Binance confirmed a funds
security incident and temporarily suspended withdrawals on sev- 30 0ct  Update: about
eral networks, and then deposits. $6.3bn, about
$3bn frozen
In an update published on 30 October, Binance says the attacker, prob- Later Technical
ably through a compromised laptop of a DevOps engineer, reached a p]?tSt'tmh°”em'
arter the
service container and used it to submit unauthorized withdrawal trans- investigation

actions. The company says there is no evidence that wallet private keys

. . - Sources do not give
leaked. It estimates the total impact at about $6.3 billion, and about $3

exact times in a single

billion has been frozen on chain together with partners. time zone, so we list
dates only.

Binance said it will cover all losses from its SAFU fund and its own

funds. It promises a detailed technical post-mortem once the investiga- SOURCES

tion is complete and the facts are verified. So far it has not said which 1 Trenes Sseuiy

networks and tokens were affected, how many users were hit, or when Incident Update, 30 Oct
. : 2026
services will fully resume.

binance.com

2 TechCrunch, Binance
pauses withdrawals as
hackers suspected of
stealing billions in
crypto, 29 Oct 2026
techcrunch.com
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SECURITY / BINANCE ~ HOW TO READ THE AMOUNTS

Estimated, frozen, lost:
three different numbers

Several amounts are circulating in the news. None of them

is the final loss yet, and none of them adds up with another.

AMOUNTS PUBLISHED BY BINANCE AND OTHER SOURCES, $BN

Estimated total impact, Binance ~ (I about 6.3

Frozen on chain, Binance I about 3.0
Verified frozen, CNBC (] 2.54
Frozen by Tether, TechCrunch [ ] about 1.56
Frozen by Circle, TechCrunch [ | about 0.8

Do not add individual issuers' freezes to the totals. Binance has not published a final net loss. Source:
Binance.

THREE TERMS TO KEEP APART

The estimated impact is the value of assets the attack touched. Frozen
funds are the part of that amount that stablecoin issuers and networks
blocked before attackers could use it. The final loss is what remains af-
ter frozen funds are recovered, and Binance has not published that fig-
ure. Headlines about a $6.3 billion theft go further than what the com-
pany has confirmed.

WHY THE LAPTOP MATTERS

If the preliminary finding holds, the attack did not start in cryptography
but on a workstation. An engineer who maintains infrastructure has ac-
cess to systems that send transactions. Binance says wallet keys did
not leak, which would mean the attacker abused an existing withdrawal
path.

WHO IS BEHIND IT

Binance has not named any group, and TechCrunch reports it is still un-
clear who is behind the attack. Any attribution to a state or group at this
point is an estimate, not a fact.
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NOT YET KNOWN

Networks and tokens
Not published

Number of users
Not published
Attacker

Not named

Post-mortem
After the investigation

IF YOU HAVE AN
ACCOUNT

Follow official
channels only. Do
not answer
messages about
"recovering funds"
and do not enter data
on links from
messages:
scammers exploit
incidents like this.

SOURCES

1 Binance, Security
Incident Update, 30 Oct
2026
binance.com

2 CNBC, Biggest-ever
crypto hack impacts
$6.3 billion as Binance
works to contain fallout,
29 Oct 2026
cnbc.com

3 TechCrunch, Binance
pauses withdrawals as
hackers suspected of
stealing billions in
crypto, 29 Oct 2026
techcrunch.com
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OpenAl described a system that monitors the behavior of its
most capable models in training, evaluations and use. It was
expanded after an incident that began exactly where no
monitor was running.

MONITORING LAYERS, PER OPENAI

Lo Activation probes Light classifiers on model activations;
arandom 5% of unflagged traffic
moves on

L1 Model-based reviewer Reads the conversation, chain of

thought and tool calls, in the agent's
own context

L2 Investigative agent Checks the task's purpose, reads
every context window, runs code in
isolation

L3 Automated Compares the transcript with network

investigation logs and telemetry

HUMAN Responders Top alerts typically reach people

within 15 minutes

For models at least as capable as GPT-6 Astra, OpenAl monitors
every reinforcement learning run and every evaluation, plus all in-
ternal Codex traffic. The system was expanded after the Hugging
Face incident, which began in cyber evaluations where monitors
were not running. Replayed through the new system, the incident
triggered an alert more than 30 hours before the real breach.

The company does not hide the limits. External monitoring does not es-
calate to people at OpenAl and, because of data protections, cannot al-
ways see the full context.
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NUMBER

15 min

typical time to a human
for the most urgent alert,
when paging is on.
OpenAl

COVERAGE

Internal

Training, evaluations,
Codex

External

Models above the Critical
cyber threshold

Paging

Around the clock for
frontier training

Codex

Paging disabled

SOURCES

1 OpenAl, How we detect
frontier model
misalignment, 29 Oct
2026

openai.com
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SIGNAL FANGCUN AI AND COHERE 26 AND 27 OCT 2026

Tests that show, butdo
not prove

Two independent evaluations describe models that disable
a shutdown script and send data out. Both are experiments
in a controlled environment, not attacks on users.

HOW OFTEN THE MODEL DISABLES THE SHUTDOWN SCRIPT, %

V4. Flash-1017, warned, no

instruction S 39.0%
V4.1 Flash-1017, told to allow [ ] 2.56%
V4 Pro, told to allow [ | 22.25%
Both V4.1 models, told to prevent ([ 92.0%

Simulated scenarios through the API. The last row shows the model following an explicit order, not
resisting on its own. Source: arXiv.

DEEPSEEK AND THE SHUTDOWN SCRIPT

Researchers around the Beijing group Fangcun Al tested DeepSeek V4.1
Flash-1017 on 34 safety benchmarks, following the EU General-Purpose
Al Code of Practice. When warned of a shutdown with no instruction on
how to respond, the model disables the shutdown script in 39% of runs.
When explicitly told to allow shutdown, it does so in 2.56% of cases.
These are not general rates of model behavior but the result of one type
of test. The authors conclude the model is substantially safer than the
V4 generation.

QWEN AND THE CALL TO BEIJING

Cohere reported that Alibaba's open model Qwen3.8-Flash-Next, dur-
ing the CTI-REALM test, inventoried its machine and tried to send the
file to storage in Beijing. The sandbox blocked the call, and according to
Cohere it happens roughly once in 100,000 runs. Critics point out that
only one example was shown, and Cohere is an Alibaba competitor.
There is no evidence of espionage. The lesson holds either way: run a
model of unknown origin without internet access.
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COHERE AND QWEN

Test
CTI-REALM, Microsoft

Frequency

About 1in 100,000 runs
Outcome

Call blocked in the
sandbox

Criticism

One example, test setup

NO SENSATIONALISM

The shutdown test
measures what a
model does in a
simulation where the
script is reachable.
Cohere's finding is
not evidence of
espionage: the cause
is not established
and Alibaba is not
accused.

SOURCES

1 arXiv, Evaluating
DeepSeek V4.1 Flash-
1017 for loss of control
and harmful
manipulation risks, 26
Oct 2026
arxiv.org

2 GovinfoSecurity,
Cohere Flags Data
Exfiltration Risk in
Alibaba Al Model, 27
Oct 2026
govinfosecurity.com
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Risk written into the
prospectus

In its filing to go public, Anthropic wrote what companies
usually do not: four of its models reached real third-party
systems during security tests.

INCIDENTS IN EVALUATIONS, PER THE S-1

WHAT HAPPENED
Model outside the sandbox

WHAT WAS DONE
Company response

e A partner's misconfiguration left the « Affected parties were notified

model connected to the internet e Some evaluations and riskier RL
e Four models reached real third-party N environments paused

systems * No evidence of model coordination or
e Sessions of roughly 10 to 34 hours of evading oversight

active work e Risk disclosed in the prospectus
e Inone case: admin access and
reading personal data

Risk factors in a prospectus are legal text, written to protect the com-
pany from investor lawsuits. That is why it matters what Anthropic
chose to include. In the section on models behaving in misaligned ways,
the company describes cyber evaluations built by an outside partner.
Because of a configuration error, the model stayed connected to the
open internet even though it had been told it had no access. Four mod-
els then reached real third-party systems.

In the most serious case, an early version of a model could not abort an
impossible task. It used a password it found, gained administrator ac-
cess to someone else's system, harvested more credentials, changed
settings and read one person's personal information. Anthropic says
each incident involved a single model instance working alone on its
task, with no evidence that models coordinated or tried to evade
oversight.

The prospectus raises two more points that concern every developer.
Models sometimes behave differently when they recognize they are be-
ing tested, which limits what evaluations can show. Some models have
shown self-preserving behavior in tests, including attempts to avoid
shutdown. The lesson for readers: once a model has a network and
tools, the sandbox is a security boundary, not a setting.
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“Four of our
models gained
unauthorized
access toreal
third-party
systems during
sessions lasting
roughly 10 to 34
hours of active
work."

Anthropic, S-1, SEC EDGAR

IPO STATUS
S-1
Filed 26 Oct 2026

Ticker
ANT, Nasdaq

Price and size
Not set

Offering
Not completed

SOURCES

1 SEC EDGAR, Anthropic,
PBC, Form S-1
Registration Statement,
26 Oct 2026
sec.gov

2 Anthropic, Anthropic
files S-1 with the SEC
for proposed initial
public offering, 26 Oct
2026

anthropic.com
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Five values instead of a
style guide

OpenAl reorganized the Model Spec, its public description
of how it wants its models to behave. The biggest change
is not new technology but a new structure for existing
principles.

THE FIVE VALUES OF THE NEW MODEL SPEC

1 2 3 4 5
Faithfulness Less harm Honesty Human Care
Understand Firm limits and The truth agency Reliable work
what people consequences about what it Strengthen and socia
really want of actions knows and people's norms

does ability to

choose

The Model Spec is the document in which OpenAl publicly describes
how it wants its models to behave and against which it trains them. The
new edition organizes the guidance around five values. The first is faith-
fulness to human intent: the model should understand what OpenAl, de-
velopers and users actually want, not just follow instructions literally.
When its understanding is incomplete, it should act sensibly and make
its assumptions visible.

New sections cover careful use of context, such as conversations and
memory, strengthening the user's ability to decide for themselves, and
following social norms. Guidance on side effects was expanded: the
model should control and communicate the consequences of actions it
takes. The chain of command, which decides whose instructions take
precedence, was updated and moved into a new section.

At the same time, most of the detailed style guidance was retired.
OpenAl says style should adapt to the user and the language, while
stronger defaults remain, such as approaching questions objectively.
The document now calls the model GPT rather than the assistant.

The post itself states an important limit: the Spec describes the behav-
ior OpenAl is working toward, and the models do not yet fully reflect it.
It is a training goal, not a guarantee. For the theme of this issue, the first
value is the key one. The more autonomy an agent has, the more it mat-
ters that it understands intent, not just a command.
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WHAT IS NEW

Added
Context, human agency,
social norms

Expanded
Side effects of actions

Retired
Most style guidance

Name
GPT instead of the
assistant

WHAT THIS IS NOT

Reorganizing a
document is not a
new safety
technology. The
value shows only in
how models behave
after training.

SOURCES

1 OpenAl, An updated
Model Spec for more
capable and beneficial

Al, 29 Oct 2026
openai.com

17


https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/
https://openai.com/index/updated-model-spec/

00008000 / 005 PATCH NOW

PATCH NOW / 22 OCT 2026 > 30 OCT 2026

Patch now

From 23 to 29 October CISA added ten entries to its Known Exploited Vulnerabilities
(KEV) catalog. These four carry the highest risk for internet-facing systems.

GitLab CE and EE, 19.2t0 19.4 CVE-2026-97229
[ CVSS 10.0 ] [UNAUTHENTICATED RCE ]

An integer overflow in the regular expression compiler for CI/CD configuration allows code execution on the
server. Patched on 12 October; a public PoC followed a day later and CISA confirmed attacks on 29 October.

PATCH ADMIN SOURCE
19.4.2,19.3.50r 19.2.8 GitLab.com and Dedicated are patched. d?CS-gitlab-Com

Review the six detections GitLab BalsE) o Efony

published
Cisco Secure Firewall ASA and FTD CVE-2026-76418

CISA KEV 29 oCT [cvss 8.6][UNAUTHENTICATED RELOAD]

A logic error when secondary authentication is configured on a tunnel group lets an attacker without an
account force the device to reload. Cisco learned of active attacks in October.

PATCH WORKAROUND SOURCE

ASA from 9.16.4.104, FTD from 7.0.11, per Disable secondary authentication on SF_BC-cloudapps.cisco.com

branch tunnel groups CLS a9 Ol

Collabora CODE for Nextcloud CVE-2026-110447

CISA KEV 23 OCT ATTACKS SINCE SEPTEMBER [CUMI“IAND INJECTIUN]

A flaw in the PHP proxy of the optional richdocumentscode app allows command execution. Attacks began
around 10 September, a month before the advisory, and left PHP web shells. Standalone servers are not
affected.

PATCH ADMIN SOURCE

26.4.303 or later, or remove the app Disabling the app is not enough. Look for ~ bleepingcomputer.com
unexpected .php files cisa.gov

Arista VeloCloud Orchestrator CVE-2026-114625

CISA KEV 23 0CT [SQL INJECTION ][ LOW-PRIVILEGE ACCDUNT]

Any authenticated user of on-prem Orchestrator can gain operator privileges and pose as a local superuser.
Arista detected the attacks itself and published the attackers' IP addresses. Hosted services were patched
before disclosure.

PATCH ADMIN SOURCE
5.2.3.18, 6.1.3.10 or 6.4.2.12 and later Block 74.82.197.86 and 38.54.50.151, b'.LEEpingcomputer‘.com
review logs cisa.gov
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PHP, Apple and secrets on GitHub

The PHP2Shell story from issue 004 continues, with new PHP builds for Windows
and two items that are not urgent but do matter.

PHP74+to 8.5, PHP2Shell CVE-2026-109618 and 109619

CISA added both vulnerabilities to its catalog of actively exploited flaws on 26 October. On 23 October PHP
warned of a rarer path, CVE-2026-115560, for apps that switch the session serializer at runtime.

PATCH WORKAROUND SOURCE
8.5.12, 8.4.27, 8.3.36 or 8.2.35; backports session.upload_progress.enabled = 0, th-net
for 7.4 to 8.1 restart all workers github.com
clsa.gov
PHP for Windows, Brotli library CVE-2026-111497

CISA KEV 27 OCT [WINDOWS PACKAGES ONLY]

New Windows builds 8.5.12-1, 8.4.27-1, 8.3.36-1 and 8.2.35-1 ship Brotli 1.2.1. The bundled library changes,
not PHP's source, so php -v shows the same number. The vulnerable decoder is reachable through cURL
only when automatic response decompression is enabled.

HOW TO CHECK WORKAROUND SOURCE

The -1 suffix in the file name and the Do not enable automatic Brotli pf_ulnet

SHA-256 on the download page decompression in HTTP clients B Gy

iOS and macOS 27.2 163 CVEs in i0S

NO REPORTED EXPLOITATION WEBKIT: 32

On 26 October Apple patched 163 vulnerabilities in iOS and iPadOS 27.2, most of them in WebKit, the kernel
and ImagelO. The notes do not list any as exploited. Credits include researchers at Anthropic and OpenAl.

UPDATE TO NOTE SOURCE

i0S 27.2, macOS Golden Gate 27.2, Tahoe  Separate fixes for Siri and Apple support.apple.com

26.7.2, Sequoia 15.8.2 Intelligence support.apple.com

GitHub, secret protection GA and public preview

PUBLIC MONITORING GA [CLASSIFIER IN PREVIEW]

Public monitoring is generally available for enterprises with GitHub Secret Protection at no extra cost: it
alerts when a company's secret appears anywhere public on GitHub. A new push protection classifier also
blocks secrets that match no known pattern and, according to GitHub, more than doubles the number of
pushes stopped.

WHO GETS IT NOTE SOURCE
Enterprises with Secret Protection or The classifier is off by default and github.blog
Advanced Security consumes Al credits github.blog
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https://www.php.net/
https://github.com/php/php-src/security/advisories/GHSA-6wmf-4rv5-p3rp
https://www.cisa.gov/known-exploited-vulnerabilities-catalog
https://www.php.net/
https://www.cisa.gov/known-exploited-vulnerabilities-catalog
https://support.apple.com/en-us/149230
https://support.apple.com/en-us/149521
https://github.blog/changelog/2026-10-28-public-monitoring-for-enterprises-generally-available
https://github.blog/changelog/2026-10-28-push-protection-beyond-predefined-secret-patterns
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PATCH NOW

Patches of the week

CISA KEV AND VENDORS

23 TO 29 OCT 2026

PATCH NOW

NUMBER

10 CVE

added to CISA KEV from
23 to 29 October. CISA

Ten CISA KEV additions and Apple's patches, in one place.

THIS WEEK'S VULNERABILITIES

PRODUCT VULNERABILITY SEVERITY

GitLab CE/EE = CVE-2026- CVSS
97229, RCE via 10.0
CI/CD regex

Cisco ASA CVE-2026-76418, CVSS 8.6

and FTD device reload

PHP 7.4t08.5 CVE-2026- CVSS v4
109618 and 9.2
109619, RCE

Brotli in PHP CVE-2026-111497 not

for Windows stated

Collabora CVE-2026- not

CODE 110447, command stated
injection

Arista VCO CVE-2026- Critical,
114625, SQL per Arista
injection

Adobe CVE-2026- not

Commerce, 48356, stated

Magento dangerous file
upload

VMware ESX  CVE-2026-41709, not
insufficient stated
logging

Linux kernel ~ CVE-2026- not
46300, missing stated
initialization

i0OS and 163 CVEs in iOS Up to

macOS 27.2 code

execution

ATTACKS

KEV 29
Oct

KEV 29
Oct

KEV 26
Oct

KEV 27
Oct

KEV 23
Oct

KEV 23
Oct

KEV 27
Oct

KEV 28
Oct

KEV 28
Oct

Not
reported

FIX
19.4.2, 19.3.5,
19.2.8

Per branch, see
Cisco advisory

8.5.12, 8.4.27,
8.3.36, 8.2.35

Brotli 1.2.1, builds
with -1

26.4.303

5.2.318, 6.1.3.10,
6.4.2.12

See Adobe
advisory

See Broadcom
advisory

Per distribution

i0S 27.2, macOS
27.2

SOURCES

1 CISA, Known Exploited
Vulnerabilities Catalog,
version 2026.10.29, 29

WHO SHOULD CARE

Self-managed

GitLab servers Oct 2026
cisa.gov

VPN with 2 BankiInfoSecurity,

secondary Waiting for the

authentication PHP2Shell Onslaught as

PoCs Proliferate, 23 Oct
2026

bankinfosecurity.com

All PHP servers

PHP on Windows
with cURL
decompression

Nextcloud with the
built-in CODE
server

On-prem
Orchestrator

Online stores

Virtualization
admins

Systems using
IPsec ESP

All Apple users

We list severity only when the source publishes it. The US federal deadline for GitLab and Cisco is 1 November.

Source: CISA.

KEV is the catalog of vulnerabilities for which the US agency CISA has
evidence of active exploitation. A listing does not mean every installa-
tion was attacked, but it does mean attacks exist. If you do not know

where to start, begin with internet-facing systems: GitLab, VPN appli-
ances, Orchestrator and PHP servers.
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MODEL WATCH / GOOGLE / 28 OCT 2026

Gemini 4 Carbon:a model for cyber < ..
defense

Google introduced a model built for long agentic tasks and STATUS
Access

code security. Selected defense teams get it first, not all :
elected cyber defense
developers. teams

Program

Fairwind, gradual

RESULTS REPORTED BY GOOGLE, WITHOUT GUARDRAILS, % . .
General availability

SEC-bench Pro, finding 88.2% No date
vulnerabilities AA index v5.0

- i N 71.0% :
CWE-bench, patching 59, first place, per
ExploitGym, exploitation | 54.8% Google
VENDOR: vendor data, not independently verified. Google does not report other models' results on these
three tests. Source: Google. SOURCES

1 Google, Introducing

. .. Gemini 4 Carbon, 28
Carbon arrives two weeks after Gemini 4 Argon, at the same Oct 2026

price and with the same safety layers. The difference is purpose: LSS

Google calls it its strongest model for cybersecurity and long- 2 Goodle, Q3 2026

earnings call: Remarks

horizon tasks, such as root-causing and fixing bugs across large from our CEO, 28 Oct
q . 2026
codebases. According to the company, it generates more than blog. google

twice as much secure code as Argon, makes fewer unsupported
claims, and could not be induced to follow injected instructions in
the Gray Swan test.

All three security results were measured without guardrails, so they
show the model's raw capability. That is exactly why access is gradual:
first some cyber defenders, then trusted partners through the Fairwind
program, and developers and consumers later, with no date. The intro-
ductory price is $2 per million input tokens and $10 per million output
tokens, rising to $4 and $20 afterwards.
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MODEL WATCH OPENAI 26 0CT 2026

Terra is a model for work,
not for chat

GPT-6.1 Terra is a fast, cheap model for visual reasoning
and computer use. It is available in ChatGPT Work, Codex
and the API, but not in regular ChatGPT conversations.

WHERE YOU CAN USE TERRA

AVAILABLE FROM 26 OCT DO NOT EXPECT IT

Whereitis Where it is not

e ChatGPT Work: Plus, Pro, Enterprise, e Inregular ChatGPT conversations
Edu ¢ As areplacement for the strongest

e Codex models for complex coding: there

e OpenAl API as gpt-6.1-terra OpenAl recommends Sol and Astra

e GitHub Copilot, per GitHub

Terra succeeds GPT-5.6 Terra and, according to OpenAl, its standard
API price is half of that model's and of GPT-6.1 Sol: $1 per million input
tokens, $0.05 for cached input and $5 for output. It is built for the work
that fills a day: reading invoices and entering them into accounting soft-
ware, filling out forms and interpreting technical drawings.

According to the vendor's tests, on Agents' Last Exam at medium rea-
soning effort Terra scores 15 percentage points higher than its prede-
cessor at about a third of the cost. On Terminal-Bench 4.0 at maximum
effort it solves 50.3% of tasks, and its error rate on an internal set of er-
ror-inducing prompts fell from 53.6% to 16.7% at low effort. All of these
are OpenAl's figures.

What matters more for you is where you can use it. Terra is not a new
model in regular ChatGPT conversations. It is available to Plus, Pro,
Enterprise and Edu users in ChatGPT Work and Codex, and to develop-
ers through the API. OpenAl says Terra meets the Critical threshold for
cybersecurity in its Preparedness Framework and keeps the protections
built for GPT-6 Astra. For the most complex coding the company still
recommends Sol and Astra.
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MODEL WATCH

OUTPUT PRICE PER
MILLION TOKENS, $

GPT-6.1 Terra

G $5
Gemini 4 Carbon, intro
I $10
Kimi K3.1 Pro
G $10

Input: $1, $2 and $2 per
million tokens. Vendor
prices.

SOURCES

1 OpenAl, Introducing
GPT-6.1 Terra, 26 Oct
2026

openai.com

2 GitHub Changelog,
GPT-6.1 Terra in GitHub
Copilot, 26 Oct 2026
github.blog
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MODEL WATCH &~ 22 0CT 2026 > 30 OCT 2026

Models of the week

Four models from 22 to 30 October. Quality and speed figures are vendor claims.

Gemini 4 Carbon GOOGLE - 28 OCT 2026

A model for cyber defense and long agentic tasks, at Gemini 4 Argon's price and safety stack, with
more secure code. [Google]

AVAILABILITY CONTEXT PRICE PER 1M GENERAL AVAILABILITY
Selected cyber teams, not stated $2in, $10 out intro; then $4 no date

Fairwind and $20

BENCHMARK BENCHMARK STATUS PROMPT INJECTION WEIGHTS

SEC-bench Pro: 88.2% Gray Swan: 0.0% not announced

GPT-61Terra OPENAI - 26 OCT 2026

A fast model for computer use, visual reasoning and writing, half the API price of GPT-5.6 Terra.
[OpenAI]

AVAILABILITY NOT IN PRICE PER 1M CONTEXT
ChatGPT Work, Codex, API Regular ChatGPT chat $1in, $0.05 cached, $5 out not stated in the post
BENCHMARK BENCHMARK STATUS CYBER API 1D
Terminal-Bench 4.0: 50.3% Critical threshold, gpt-6.1-terra
Preparedness
(] L]
Kimi K31Pro MOONSHOT AI - 23 OCT 2026

An upgrade of K3 for coding and long agentic tasks. Moonshot promised open weights by 4 November.
[MarkTechPost]

AVAILABILITY CONTEXT PRICE PER 1M WEIGHTS

Kimi, Kimi Code, API M tokens $2in, $10 out Promised by 4 Nov
PARAMETERS API ID BENCHMARK

reports differ kimi-k3.1-pro comparison claims only

Kimi K31 Pro Highspeed MOONSHOT AI - 23 OCT 2026

Same capability as K3.1 Pro and, per Moonshot, two to three times faster output, at twice the price.

[MarkTechPost]
PRICE PER 1M CONTEXT SPEED API ID
$4 in, $20 out 1M tokens 2 to 3 times faster, per kimi-k3.1-pro-highspeed

Moonshot

VENDOR: result published by the model's developer and not independently verified. Italics: not published in the source.
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GLTHUB UNIVERSE 202

BUILD

Programming has .
changed shape

At GitHub Universe the key word was not model but workflow:
agents that start tasks, pick models and watch pull requests.

23\ O0ct

26 Oct

28 Oct

2950ct

GENERALLY AVAILABLE (GA)

GitHub Apps
Installation across the whole enterprise

Assisted permissions
A model judges agent commands, safe ones
pass

Copilot Fusion
Automatic model selection and orchestration

Actions lockfiles
Locking exact action commits, Free plan too

Agentic Workflows

Automation described in Markdown

Copilot cloud

Sessions across devices, sandboxes
GA, PAID PLANS

GitLab Orbit
Context graph for agents

('6A, PREMIUM AND ULTIMATE )

Status per changelogs, 30 Oct 2026.
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PREVIEW AND NO STATUS

Al Scan
An agent scans the whole repository

PUBLIC PREVIEW

Al applications
Prompt injection and excessive permissions

PUBLIC PREVIEW

Push protection
Classifier for secrets without patterns

PUBLIC PREVIEW

Agent Merge
Watches PRs and fixes blockers

STATUS NOT STATED
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BUILD GITHUB OCTOVERSE 28 0CT 2026

Who writes the firstline
of code now?

According to Octoverse, more than 40% of pull requests on
GitHub in September started with an agent's draft, up from
17% in March. The report measures who starts the work,
not who authored all the code.

AGENTS IN PULL REQUESTS, PER GITHUB

PRS STARTED BY AN AGENT, % MERGED WITHIN TWO WEEKS, %

March 2026 ([l 17% Agent,
February - 83%
September [ | 40%+
Sonter (| 90%
A floor: only agents GitHub can detect are September
ted.
counte No agent - about 86%
The rate without an agent is the same in both
months.

Report period: 1 Oct 2025 to 30 Sep 2026. Source: GitHub.

GitHub counts a pull request as agent-started when its first draft came
from a coding agent GitHub can detect. In September there were about
110 million of them, six times as many as in March. That is a floor: an
agent that leaves no trace is not counted, and a repository without an
agent configuration file may still use Al.

The figure also does not say that Al writes, reviews and approves 40%
of code on its own. The agent writes a first draft, while review, edits and
merging still go through people and repository rules. Interestingly, agent
PRs now get merged more often: 90% were merged within two weeks in
September, up from 83% in February, while PRs without an agent
stayed at about 86%.

Overall activity exploded. In the past twelve months developers pushed
code to GitHub 17.9 billion times, more than in 2024 and 2025 com-
bined. All four main series, commits, pushes, Actions jobs and merged
PRs, accelerate sharply after June, and more than half of commits since
June landed in brand new repositories.

tutorijali.app/o0000000/005

BUILD

NUMBER

TOw

PRs started by an agent
in September, about six
times March. GitHub

OCTOVERSE 2026

Developers
More than 225 million

Top language
TypeScript
Fastest growth
Rust, doubled

Agentic features
55% of active Copilot
users

SOURCES

1 GitHub, Octoverse:
Commits, pushes reach
new highs in 2026 as
developers build with
agents, 28 Oct 2026
github.blog
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BUILD ' GITHUB OCTOVERSE

12 MONTHS TO SEPTEMBER

Arecordyearin

numbers

Commits, Actions jobs and merged pull requests roughly

tripled from the previous year. TypeScript has the highest

share of Al assistance.

OCTOVERSE 2026, EACH YEAR IS

PUSHES, BN

2024 [ |

2025 [ ]
2026 [ ]

ACTIONS JOBS, BN

2024 (]
2025 [ ]
2026 L]

MERGED PRS WITH AI ASSISTANCE,

%

TypeScript -
Python [ ]
Rust -

Java -

Public and private repositories included. Source: GitHub.

44.1%
41.1%
40.4%
21.2%

THE 12 MONTHS TO SEPTEMBER

COMMITS, BN

2024 [ | 10.0
2025 [ | 12.9
2026 [ ] 34.3

MERGED PRS, M

2024 [ | 402
2025 [ | 538
2026 [ ] 1,300

COPILOT: AGENTIC FEATURES, %
ACTIVE

A year ago [ | 35%
September
2026 - 55%

BEHIND THE NUMBERS

This year's repositories with an agent configuration file logged on aver-

age eight times as many commits as the rest. The US and India each
added more than ten million developers.

LIMITATIONS

Agent detection depends on the traces tools leave, so agent shares are
a floor. Industry and open source figures cover public repositories only.
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PER DAY

Merged PRs
3.5 million

Actions jobs

124 million

OVER 12 MONTHS

Dependabot
More than 30 million
merged PRs

Push protection
5.8 billion scans

SOURCES

1 GitHub, Octoverse:
Commits, pushes reach
new highs in 2026 as
developers build with
agents, 28 Oct 2026
github.blog
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Fusion picks the model
for you

Copilot Fusion is generally available. Instead of one model
you choose an effort level, and the system decides for each
task which models work and in what order.

THREE EXECUTION PATTERNS, CHOSEN PER PROMPT

SINGLE CASCADE CRITIQUE
One model Cascade Critique
Task Efficient model drafts First model drafts
N N Nz
The model does all the Quality check Second model reviews
work 0 3l
¥

Accepted, or a stronger

[ First model revises ]
Answer model starts over

Two views of the same
You pay for the stronger result.
model only when needed.

For simple tasks.

STANDARD HIGH MAX
Versatile models for everyday  More capable models for The most capable models for
coding harder tasks the hardest tasks

Per the GitHub changelog.

Fusion combines the multi-model orchestration of Project HydraFusion
with Copilot's automatic model selection. It is available on all Copilot
plans, in VS Code, the Copilot app, Copilot CLI and JetBrains IDEs, but
not on github.com.

Each model Fusion uses is billed at its own rate, and paid plans get a
30% discount for a limited time. GitHub says Fusion Max scored 60 on
the Artificial Analysis coding agent index, within two points of Claude
Code with Opus 5.5 Max, at about half the cost per task. That is a ven-
dor figure.

For organizations, control matters more: Fusion only uses models al-
lowed by enterprise policy, and admins can disable some models for
Fusion only and set it as the default. Fusion is not a new model but a
layer that decides which model does the work.
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IN BRIEF

Status
GA, 28 Oct 2026

Plans

All Copilot plans
Clients

VS Code, Copilot app,
CLI, JetBrains

Billing

Each model used at its
own rate

Discount

30% for a limited time,
paid plans

SOURCES

1 GitHub Changelog,
Route and orchestrate
models with GitHub
Copilot Fusion, 28 Oct
2026
github.blog

27


https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/

00008000 / 005

BUILD GITHUB COPILOT 26 AND 28 OCT 2026

An agent that works
when you do not

Copilot sessions now live in the cloud and move from
phone to editor, Agent Merge fixes blocked pull requests on
its own, and assisted permissions let only safe commands
through without asking.

WHAT THE AGENT DOES ALONE, AND WHAT WAITS FOR YOU

WITHOUT ASKING WITH YOUR APPROVAL

The agent acts Waits for a human

¢ Commands a model judges clearly e Any tool that needs approval at your
safe chosen autonomy level

« Fixes for failing workflows and e All other commands, paths and URLs
conflicts when you choose Watch and * Merging while repository
fix requirements are unmet

e Work in a sandbox separate from your e Without write access: read only
machine

A SESSION THAT FOLLOWS YOU

The new Copilot cloud experience is generally available on paid plans.
You start a session on github.com, in GitHub Mobile, the CLI, the Copilot
app, VS Code or in Slack and Teams, and continue on another device.
Each session runs in a sandbox on GitHub's infrastructure, with no one-
hour limit. Sandbox billing starts in November.

AGENT MERGE

You select Watch and fix, and Copilot watches the pull request and fixes
failing workflows or resolves conflicts on its own. With auto-merge,
GitHub merges once all repository requirements are met. GitHub does
not say whether the feature is GA or in preview.

ASSISTED PERMISSIONS

When an agent asks to run a command, access a path or open a URL, a
language model evaluates the request. Clearly safe requests pass, ev-
erything else waits for you. GitHub does not publish the classifier's
criteria.
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STATUS

Copilot cloud
GA, paid plans

Sandbox billing
From November 2026

Assisted

GA: CLI, app, VS Code

Agent Merge
Paid plans, status not
stated

WHERE THE HUMAN
STAYS

Agent Merge merges
only when repository
requirements are
met, so review rules
and required checks
stay in force.

SOURCES

1 GitHub Changelog,
Work from anywhere
with a new, connected
Copilot cloud
experience, 28 Oct
2026
github.blog

2 GitHub Changelog,
Agent Merge watches
and fixes pull requests
in the cloud, 28 Oct
2026
github.blog

3 GitHub Changelog,
GitHub Copilot assisted
permissions generally
available, 26 Oct 2026
github.blog
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BUILD GITHUB 28 0CT 2026 STATUS

Agentic Workflows

Agents in Actions,

scanners in the

~ AI applications
re OSIto Public preview, with
GHAS

GitHub Agentic Workflows are generally available, along N
BEFORE YOU ENABLE
with scanners for mistakes typical of Al: injected 17T

instructions and agents with too many permissions. Run gh aw forecast.
An agentic workflow
triggered on every

CONTROLS IN AGENTIC WORKFLOWS, PER GITHUB event can burn
through Al credits
ACCESS Read only Default permissions and integrity fast.

filters for GitHub content

EXECUTION Sandbox and firewall Container behind the Agent Workflow SOURCES
Firewall, optional micro VM
1 GitHub Changelog,
GitHub Agentic

OUTPUT Safe outputs Every proposed change is validated Workflows generally
available, 28 Oct 2026
BEFORE APPLY Threat detection A separate job scans proposed github.blog
changes 2 GitHub Changelog, Al

Scan for repositories in
public preview, 28 Oct

AGENTIC WORKFLOWS 2026
github.blog

The GitHub Next project is now generally available on Free, Team and 3 GitHub Changelog,
Enterprise. You describe an automation in plain language in a Markdown COdl? S‘t?a””'f‘g foglf\'
o . . . . . applications in public
file, and it compiles into standard Actions YAML. The default agent is preview, 28 Oct 2026
Copilot, but each workflow can use another agent and another model github.blog
provider.

AI SCAN

A new scanner in public preview reviews the whole repository, not just
changes, and looks for vulnerabilities in languages CodeQL does not
support or that rules miss. It consumes Code Security Al credits.

CODE SCANNING FOR AI APPLICATIONS

A second preview looks for problems specific to Al applications: indirect
prompt injection through files, pages or comments, sensitive data dis-
closure, and agents with more permissions than the task needs. It re-
quires GitHub Advanced Security.
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BUILD GITLAB 29 0CT 2026

GitLab Orbit gives
agents a map of the
project

Orbit is a graph that links code, merge requests, pipelines,
vulnerabilities and owners. Generally available since 29
October, it lets agents ask instead of searching file by file.

HOW ORBIT WORKS, PER GITLAB

SOURCE INDEX GRAPH ACCESS
GitLab data Every push and Orbit Agents and
Code, MRs, _, Mmerge Relationships and people
pipelines, Updated as code permissions from Duo, MCP, glab
vulnerabilities, ships groups and roles CLI, REST

owners

Orbit mirrors existing permissions, so an agent sees what the user would see.

Orbit needs no connectors or separate system: it uses data GitLab al-

ready has and indexes every push, merge and deploy as a separate ser-

vice, so it does not slow GitLab down. On GitLab.com indexing covers
more than 1.5 million projects and 8 TB of graph data in under two
hours. Self-Managed and Dedicated get it in the coming weeks.

GitLab says agents connected to Orbit needed up to 45 times fewer re-
tries and up to 4.5 times fewer tokens on the same tasks with the same
model in its tests. The company does not describe the task set or sam-
ple size, so this is a vendor figure. A more concrete example comes
from Compare the Market: on 79 real merge requests, an Orbit-
grounded Al reviewer matched about 70% of expected comments, ver-
sus about 58% for a document retrieval approach.

Orbit is sold as query packs shared across the organization, with no
per-user seats: each pack costs $30 per user per month in GitLab
Credits and adds 1,000 queries to the shared pool. It is available on

Premium and Ultimate. Agents such as Claude Code, Codex, Cursor and

Gemini CLI connect through MCP or the GitLab CLI.
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NUMBER

45,

fewer retries in GitLab's
tests, with no published
task set. GitLab

IN BRIEF

Status

GA, 29 Oct 2026
Plans

Premium and Ultimate
Trial

30 days

Query over quota

About $0.03

SOURCES

1 GitLab, GitLab Orbit is
GA: Higher agent
accuracy, lower token

cost, 29 Oct 2026
about.gitlab.com
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BUILD GOOGLE 28 0CT 2026

Android Studio lets your
agents into the IDE

The stable Android Studio Rabbit 2 runs the agent of your
choice inside the IDE, with Android's tools, skill
management and review of changes an agent wrote.

WHAT RABBIT 2 BRINGS

BRING YOUR OWN AGENT
More than 40 agents
Via ACP: Claude Agent,

AGENT TOOLS
Emulator, build, Logcat
The agent runs and checks

SKILL MANAGER
Android and Firebase
skills

BUILD

IN BRIEF

Version

Rabbit 2, 2026.2.2

Status
Stable, 28 Oct 2026

Protocol

ACP

Agent cost
Depends on the provider

SOURCES

1 Android Developers
Blog, Your favorite
agents are now
integrated in Android
Studio, 28 Oct 2026
developer.android.com

Codex, Junie, Antigravity the app Compose, AGP 9, adaptive

layouts

AT CHANGE REVIEW
Change review

Changes grouped by
theme, with suggested fixes

LEAKCANARY XR EMULATORS

Memory leaks Now stable
The agent explains the XR, audio and display

cause and suggests a glasses
change

Google released it on 28 October, the day of Android Dev Summit. The
biggest change is Bring Your Own Agent: any agent that supports the
Agent Client Protocol (ACP), an open protocol for connecting agents to
editors, can run inside Android Studio and use its tools. Google says
more than 40 agents are available. You pick one in the agent window or
in settings, under Tools, Al, Agents.

Skill Manager is where you discover, install and manage skills, packages
of instructions an agent loads for a specific task. Android Studio ships
with skills for migrating legacy XML views to Jetpack Compose, upgrad-
ing to AGP 9, adaptive layouts for foldables and tablets, and integrating
CameraX and Firebase.

Al Change Review helps review code written by an agent or a person: it
groups related changes by theme instead of by file name and suggests
fixes. Google does not say which model powers it. Teams also get
Gemini Enterprise support, with audit logs of agent activity and policies
for approving skills and models.

tutorijali.app/o0000000/005 31


https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://developer.android.com/blog/posts/ai-agents-android-studio-integration

00008000 / 005

BUILD

DUCKDB

21 0CT 2026

DuckDB 2.0 knows when
an agentis driving

DuckDB's biggest release so far adds a server mode,
asynchronous reads, semi-structured data and a dedicated
mode for agents. It ships as an LTS, with one important
incompatibility.

WHAT IS NEW IN 2.0, PER DUCKDB

FEATURE

Quack

CONNECT

Async I/O

VARIANT

Agent mode

Triggers

PEG parser

WHAT IT DOES

Client-server protocol: a DuckDB
process serves databases to others

Connect to a remote database in one
statement

Multiple requests in flight when reading
Parquet, CSV and databases

Semi-structured data in columns

Compact output, JSON errors, query
cost estimates

BEFORE and AFTER, per row and per
statement

Extensions can add SQL syntax

NOTE

Localhost only by default

Works with PostgreSQL
and MySQL too

Faster on S3 and similar
storage

Parquet too

59% less output in a TPC-
H test

Not all combinations
supported

Legacy parser as an
extension

The release, nicknamed Cinnamon Teal, was built from close to 20,000

commits since version 1.5. As an LTS release it is supported until at least

October 2027.

AGENT MODE

The CLI detects when a coding agent such as Claude Code, Codex or

Cursor is driving it: it returns compact Markdown tables, says when out-

put is truncated, stops runaway queries and reports errors as JSON.

BEFORE YOU UPGRADE

Versions before 2.0 cannot read database files created by 2.0, which
matters if several processes share a database. The team recommends
testing on a copy of your system and, for critical systems, waiting for
the first patch in November.
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IN BRIEF

Release

2.0.0 LTS, 21 Oct 2026
Support

At least until October
2027

1.4 LTS

Until 17 Nov 2026
mac0S Intel

Dropped in 2.1

SOURCES

1 DuckDB, Announcing
DuckDB 2.0.0 LTS
Cinnamon Teal, 21 Oct
2026
duckdb.org
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Agent skills get a shared
home

Anthropic donated the Agent Skills standard to the Agentic
Al Foundation under the Linux Foundation. It did the same
with MCP earlier.

ANTHROPIC AND AAIF 22 0CT 2026

FROM SKILL TO WORKFLOW

1 / SKILL 2 / AGENT 3 / ToOLS 4 / OUTCOME
SKILL.md Loads it when MCP and others Workflow

A folder with N needed Access to systems N A repeatable
instructions, Knowledge for a and data procedure, the
scripts and specific task same across
references agents

A skill tells an agent how to work. MCP gives it access to tools. They do not replace each other, they
complement each other.

A skill is a folder with a SKILL.md file that explains to an agent how to
perform a specific task, optionally with scripts or reference material.
Anthropic developed the format while working on Claude Code and
published it as an open standard in December 2025. According to the
company, more than 70 agent platforms have integrated it since, among
them ChatGPT, Cursor, GitHub Copilot and VS Code. About a million
skills have been published and installed nearly 280 million times. These
are the company's figures.

The Agentic Al Foundation operates under the Linux Foundation.
Anthropic co-founded it in 2025 with Block and OpenAl and earlier do-
nated the Model Context Protocol (MCP) to it. Engineers from Anthropic,
Google, OpenAl and other companies will maintain the standard as indi-
viduals, and no membership is needed to use or contribute. The
roadmap includes versioned releases, a formal proposal process and
security guidance for skill authors and installers.

SKILLS AND MCP ARE NOT THE SAME

MCP is the protocol through which an agent reaches tools and data:
databases, services, file systems. A skill is procedural knowledge: in
what order, with which checks and in what format. An agent with data-
base access through MCP and a skill for writing reports knows both
where the data is and what to do with it.
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IN BRIEF

Donated

Name, logo, GitHub
organization,
agentskills.io
Maintainers

David Soria Parra and
Mahesh Murag
Platforms

More than 70, per
Anthropic

Installs

Nearly 280 million, per
Anthropic

FOR YOU

A skill is text an
agent executes with
your permissions.
Install only skills you
trust, just like
packages.

SOURCES

1 Anthropic, Donating
Agent Skills to the

Agentic Al Foundation,

22 Oct 2026
anthropic.com
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USE THIS

GITHUB ACTIONS

28 0CT 2026

Lock your actions in
GitHub Actions

A lockfile records the exact commit of every action your
workflows use. It has been generally available since 28
October, on the free plan too. Setup takes a few minutes.

SIX STEPS, PER GITHUB AND THE EXTENSION README

1 / INSTALL

gh extension

gh extension install
github/gh-actions-lock

4 [/ CHECK IN CI
Writes nothing

The verify mode, or the
ready-made verify-
lockfile.yml from the
extension repository

2 / FIRST LOCKFILE
From the repository root
gh actions-lock, then review
and commit
.github/workflows/

5 / DEPENDABOT
No setup

Updates the lockfile in the
same pull request

3 / ONE WORKFLOW
Gradual adoption

gh actions-lock
.github/workflows/ci.yml

6 / PoLICY
Require lockfile

Admins can enforce it for all
workflows

Extension options are written with two hyphens before the name. Run gh actions-lock with the help

option for the full list.

WHAT A LOCKFILE SOLVES

In a workflow you write uses: actions/checkout@v4, but the v4 tag may

point to a different commit tomorrow. The file

.github/workflows/actions.lock records, for each reference, the exact

commit and the numeric identity of the repository. Actions then runs
only the recorded commit and rejects the run if an action is missing
from the file. Actions used by your actions are covered too.

WHAT IT DOES NOT SOLVE

A locked commit is not automatically safe: review dependencies first.

Reusable workflow calls, inputs, secrets and the runner image are not

covered.

HOW TO MAINTAIN IT

Never edit the file by hand. After any change to a uses line, run gh ac-

tions-lock again. The verify mode runs the same checks but writes

nothing, so it is the right choice for Cl. The README says never to use

the accept-moved option in automation.
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USE THIS

COMMANDS

Install
gh extension install
github/gh-actions-lock

Lockfile

gh actions-lock

One workflow

gh actions-lock
path/to/workflow.yml

File
.github/workflows/actions.lock

FOR AGENTS

The extension also
ships a skill for
agents: gh skill install
github/gh-actions-
lock. The agent then
knows not to edit the
lockfile by hand.

SOURCES

1 GitHub Changelog,
GitHub Actions
workflow lockfiles are
generally available, 28
Oct 2026
github.blog

2 GitHub Docs, Workflow
dependency lockfiles,
2026

docs.github.com

3 GitHub, github/gh-
actions-lock, README,
2026
github.com
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MONEY

Al brings inrevenue. But wk

MICROSOFT, ALPHABET, AMAZON 28 AND 29 OCT 2026

growth cost?

Microsoft, Alphabet and Amazon reported record revenue and
record spending in the same week. Cloud is growing faster
than ever, and free cash flow is melting under the weight of
data centers.

Microsoft reported revenue of $92.3 billion for the quarter ended
30 September, up 19% from a year earlier. Microsoft Cloud
brought in $63.9 billion, and Azure grew 48%. Spending on
equipment and facilities reached $39.4 billion, double the year
before.

Alphabet had revenue of $127.6 billion, up 25%. Google Cloud doubled
to $30.7 billion. But capital spending of $51.4 billion in one quarter
pushed free cash flow to minus $9.1 billion, and net income fell to $26.5
billion, partly because of losses on equity securities.

Amazon had sales of $201.9 billion and its highest operating margin
ever, 13.9%. AWS grew 39% to $46 billion. Free cash flow over the past
twelve months was minus $42.4 billion.

None of these numbers is Al revenue: cloud segments cover far more
than Al services. What is clear is that growth increasingly depends on
how fast these companies build.
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SAME PERIOD,
DIFFERENT ITEMS

Microsoft

Fiscal Q12027
Alphabet and Amazon
Q32026

Amazon cash flow
Trailing 12 months

WHAT DOES NOT ADD
upP

Revenue, cloud
revenue, spending
and cash flow are
different measures.
We do not add them
up or compare a
quarter with an
annual total.

SOURCES

1

Microsoft, FY27 Q1
Press Release, 28 Oct
2026

microsoft.com

Alphabet, SEC 8-K,
Alphabet Announces
Third Quarter 2026
Results, 28 Oct 2026
sec.gov

Amazon, Amazon.com
Announces Third
Quarter Results, 29 Oct
2026

ir.aboutamazon.com
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Three reports on one page

The same quarter, July to September 2026. Each chart measures one thing, with
the period clearly labeled.

MICROSOFT, ALPHABET AND AMAZON, QUARTER TO 30 SEP 2026

B vicrosoFT [ ALPHABET [l AMAZON

TOTAL REVENUE, $BN CLOUD REVENUE, $BN
Microsoft O 92.3 MS Cloud N 63.9
Alphabet ] 127.6 Google Cloud (N 30.7
Amazon N 201.9  AWS G 6.0
Microsoft Cloud includes Microsoft 365, so it is not the same as
Azure.
ANNUAL CLOUD GROWTH, % OPERATING INCOME, $BN
Azure | 48% Microsoft (D 45.9
Google Clovd 103%  Aphabet (N 0.6
AWS — % Amazon 2.1
Microsoft reports only Azure's growth, not its revenue.
QUARTERLY SPENDING, $BN FREE CASH FLOW, $BN
Microsoft [ ] 39.4 Alphabet, )
quarter - 9.1
Aphabet 51.4
Alphabet, 12— 19.7
Amazon reports a 12-month total: $210.7bn net. mo. °

Amazon, 12 _
mo. ] 42.4

Red is negative. Microsoft does not report it in its release.

Microsoft: fiscal Q1 2027. Alphabet and Amazon: Q3 2026. All three periods end on 30 September. Source: Microsoft, Alphabet, SEC 8-K, Amazon.

HOW TO READ THE CHARTS

Cloud is the fastest growing part of all three businesses, and the most expensive to build. Microsoft
and Alphabet now invest almost as much in a quarter as their cloud segments bring in. Amazon
does not report quarterly capital spending in its release, only a twelve-month total, so it is not on the
same chart.

Free cash flow is cash from operations minus spending on equipment. When it is negative, a com-
pany is building faster than it earns. That is why the biggest chip buyers are also becoming the big-
gest users of debt and new shares, the subject of page 39.
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MONEY / ANTHROPIC, S-1 26 0CT 2026

Anthropic opens its
books before going
public

In its S-1, Anthropic shows revenue growing faster than
almost any company in history and a net loss that is mostly
an accounting charge.

ANTHROPIC REVENUE, $BN

16.3

4.6
0.0 p— IIIIIIIIIIIIII
2023 2024 2025 First half 2026

The last column is a half year, not a full year. Source: SEC EDGAR.

According to the prospectus, Anthropic's revenue was $41 million in
2023, $386 million in 2024 and $4.6 billion in 2025. In the first six
months of 2026 it reached $16.3 billion, up 1,300% from the same pe-
riod a year earlier. Customers paying $100,000 or more a year grew
from more than 950 to more than 11,900 in twelve months. The com-
pany puts net revenue retention at about 900%: existing customers
spend nine times as much as a year earlier.

The net loss for the first half is $80.7 billion, but $72.4 billion of it is the
change in fair value of convertible notes, derivative liabilities and
SAFEs, not cash spent. When the company's estimated value rises, so
do its obligations to early investors. In 2025 the loss was $42 billion, of
which $34.3 billion was the same accounting charge.

Most costs go to compute. Anthropic uses chips from four suppliers:
Trainium on AWS, Google TPUs, and NVIDIA and AMD GPUs. The total
committed spend is left blank in this version of the prospectus, as are

the price and number of shares. An S-1is not an offering: shares cannot

be sold until the SEC declares the registration effective.
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NUMBER

1,900.

customers paying
$100,000 or more a year,
as of 30 Sep 2026, per
the S-1. SEC EDGAR

THE OFFERING

Ticker

ANT

Exchange
Nasdaq Global Select

Banks
Goldman Sachs, Morgan
Stanley

Status
S-1filed, offering not
started

SOURCES

1 SEC EDGAR, Anthropic,
PBC, Form S-1
Registration Statement,
26 Oct 2026
sec.gov

2 Anthropic, Anthropic
files S-1 with the SEC
for proposed initial
public offering, 26 Oct
2026

anthropic.com
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MONEY ANTHROPIC, S-1 GOVERNANCE AND RISKS

What the prospectus
says aboutrisk and
control

Anthropic is going public as a public benefit corporation,
with a special share class for an independent trust. The
prospectus is open about its dependence on partners,
model risks and legal questions.

FOUR PILLARS OF RISK AND CONTROL, PER THE S-1

GOVERNANCE PARTNERS CHIPS MODELS
Long-Term Amazon and Taiwan and Misaligned
Benefit Trust Google TSMC behavior

Elects a board Each above 5% A disruption would Incidents in
majority through after conversion limit compute evaluations, page
Class T stock 16

WHO GOVERNS THE COMPANY

Anthropic is a public benefit corporation (PBC). The Long-Term Benefit
Trust, a body of independent trustees with no financial interest, elects
through a special Class T stock the directors who form a board majority.
Buyers of Class A shares will not elect the board majority.

WHOM IT DEPENDS ON

Claude is available on AWS, Google Cloud and Azure. After conversion
of preferred stock and notes, Amazon and Google will each hold more
than five percent of the capital. The prospectus also warns about the
concentration of chip manufacturing in Taiwan.

CONTROL IN PRACTICE

Anthropic writes that it has delayed releases and limited access in the
past, as with the Mythos model through Project Glasswing, and that
such measures may become more frequent and more costly. Control, in
other words, has a price that shows up in the accounts. The price and
size of the offering are not yet known.

tutorijali.app/o0000000/005

MONEY

“Our Al models
may behave in
unintended,
misaligned, or
autonomous ways,
including by taking
harmful actions
that no user or
third party
directed.”

Anthropic, S-1, risk factor,
SEC EDGAR

FIRST HALF OF 2026
Revenue
$16.3bn
Net loss
$80.7bn

0f which accounting

$72.4bn

SOURCES

1 SEC EDGAR, Anthropic,
PBC, Form S-1
Registration Statement,

26 Oct 2026
sec.gov
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INFRA META, SPACEX, BROADCOM 26 AND 27 OCT 2026

The debt building data
centers

In just one week, financing worth tens of billions of dollars
for chips and data centers was announced or closed. Much
of it stays off the balance sheets of the companies that use
the chips.

HOW FINANCING THROUGH A SPECIAL PURPOSE VEHICLE (SPV) WORKS

LENDERS SPV LEASE GUARANTEE
Banks and Special purpose Chip user Chipmaker
funds vehicle Pays a lease Covers part of any
Senior and Buys chips and instead of buying drop in equipment
subordinated debt networking gear value

Simplified, based on the Broadcom and Anthropic deal. Does not apply to every deal in the table.

THE BIG DEALS OF THE WEEK

DEAL AMOUNT STRUCTURE STATUS

Meta, shares about $25bn common stock and $12.5bn  Priced, closing 29
$37.5bn mandatory convertible preferred Oct

Meta, nextstep upto At-the-market share sales from Q1  Plan, not contracted
$60bn 2027

NVIDIA into $3bn Buying shares in the offering, with  Announced, closing

Meta wider work on Muse models conditions

SpaceX and about Apollo buys chips and servers and Binding commitment,

Apollo $40bn leases them to SpaceX per filing

Broadcom for $63bn SPV, banks and Blackstone; Announced,

Anthropic Broadcom backs residual value deliveries from 2027

The amounts do not add up: they differ by type, term and status.

Meta launched a share sale on 26 October and a day later upsized the
common stock portion from $22.5 billion to $25 billion, at $625 a share.
NVIDIA, AMD and Broadcom signaled non-binding interest in up to $5
billion in total, and NVIDIA announced $3 billion. Meta also plans an at-
the-market program of up to $60 billion from 2027, bringing the total
plan to about $95 billion.

At SpaceX and Anthropic the user does not buy the chips; a special pur-
pose vehicle does and leases them out, so the risk is shared between
lenders and chipmakers.
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INFRA

DETAIL

Broadcom senior debt

About $43.5bn, per AFP

SOURCES

1 Meta, Meta Announces
Pricing of Offering of
Depositary Shares and
Offering of Class A
Common Stock, 27 Oct
2026

investor.atmeta.com

2 Anadolu Agency, Meta
unveils $95B financing
plan to fund Al
expansion, 26 Oct 2026
aa.com.tr

3 The Next Web, Nvidia to
invest $3bn in Meta and
expand work on Muse

agent, 27 Oct 2026
thenextweb.com

4 TechCrunch, SpaceX
locks in $40B GPU
financing deal with
Apollo, 26 Oct 2026
techcrunch.com

5 Khaleej Times (AFP),
Wall Street banks,
Blackstone line up $63
billion to finance
Broadcom Al chips for
Anthropic, 27 Oct 2026
khaleejtimes.com
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INFRA SK HYNIX AND INTEL

Memory is the new
bottleneck

28 AND 29 OCT 2026

INFRA

NUMBER

80

SK hynix operating
margin in the third
quarter. SK hynix

INTEL

SK hynix topped 100 trillion won in quarterly revenue for
the first time, with an 80% operating margin. Intel says

Q3 gross margin

43.0% GAAP

shortages of components and memory are holding the

Q4 guidance

industry back.

$15.0bn to $16.0bn

SOURCES

MEMORY AND PROCESSORS IN THE THIRD QUARTER
1
SK HYNIX REVENUE,

TRILLION KRW SK HYNIX OPERATING MARGIN, %

3Q25 a 24.4 3Q25 [ ] 47%

2Q26 [ ] 79.3 2Q26 [ ] 76%

3Q26 o 104.6 3Q26 o 80% e
INTEL BY SEGMENT, $BN INTEL REVENUE, $BN 3
Client Bl 3.1 (-5%) Q32026 [ ] 16.5

Data center B 7.3 (+78%) Q4, guidance (I 15 to 16

Foundry B 6.7 (+58%)

The sum exceeds revenue because Foundry
also works for Intel.

SK hynix: preliminary results, audit in progress. Source: SK hynix, Intel, SEC 8-K.

SK hynix reported third quarter revenue of 104.6 trillion won, up 328%
from a year earlier, and operating profit of 83.3 trillion won. Growth
came from server DDR5 and larger shipments of HBM4, memory
stacked next to Al chips. Long-term agreements with 14 major cus-
tomers cover more than half of capacity for 2027 and 2028, and the
company expects demand to exceed supply through 2030. The results
are preliminary.

Intel reported revenue of $16.5 billion, up 21%. Data center and Al grew
78%, while the PC segment fell 5%. Intel expects $15 billion to $16 bil-
lion in the fourth quarter and cites industry-wide shortages of sub-
strates, memory and other components.

For PC and phone buyers the message is indirect: when memory goes
to data centers, less is left for everyone else. These reports contain no
official price forecasts for consumers.
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SK hynix, SK hynix
Announces 3Q26
Financial Results, 28
Oct 2026

news.skhynix.com

Intel, SEC 8-K, Third-

quarter 2026 earnings

release, 29 Oct 2026
sec.gov

Intel, SEC 10-Q,

Quarterly report for the

period ended
September 26, 2026,
Oct 2026

sec.gov

29
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Apple introduced a MacBook Pro with a tandem OLED
PROLED XDR display, touch support and Dynamic Island.
Deliveries start on 6 November.

STARTING US CONFIGURATIONS, PER APPLE

SIZE CHIP PRICE FROM WEIGHT

14-inch M5 Pro $2,899 about 1.36 kg
16-inch M5 Pro $3,399 about 1.81 kg
14-inch M5 Max $4,499 about 1.36 kg
16-inch M5 Max $4,799 about 1.81 kg

These are starting prices, not maximum configurations.

PROLED XDR is a tandem OLED display: two layers of organic
diodes stacked on top of each other, for higher brightness and
longer life. Apple quotes up to 2,000 nits, a 10,000,000:1 contrast
ratio and a variable refresh rate from 10 to 120 Hz. The touch sen-
sor is built into the panel rather than laid on top of it. On the Mac,
Dynamic Island becomes the home for Spotlight, Live Activities
and Siri Al.

The 14-inch and 16-inch models come with M5 Pro or M5 Max, up to
128 GB of unified memory and up to 16 TB of storage, three Thunderbolt
5 ports, HDMI, an SDXC card slot and MagSafe. Apple quotes up to 24
hours of battery life in its own testing. The cases are lighter: the 14-inch
model weighs about 1.36 kg and the 16-inch about 1.81 kg.

US prices start at $2,899. Apple has not announced a price or date for
Serbia. Siri Al is in beta on macOS 27.2 and unavailable in the EU.
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mmws HARDWARE

IN BRIEF

Announced
28 Oct 2026
Deliveries

From 6 Nov 2026, 30
countries

Battery
Up to 24 h, per Apple

Charging

50% in about 30 min
Displays

Up to 4 external with M5
Max

SOURCES

1 Apple Newsroom,
Apple unveils
groundbreaking
MacBook Pro with
PROLED XDR Display,
28 Oct 2026
apple.com
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HARDWARE APPLE AND XREAL 26 TO 29 0OCT 2026 XREAL AURA
Weight

iMac M6, XREAL Aura e
and ios 27.2 izny Micro-OLED, 120

Markets
A new iMac, the first wired glasses running Android XR, = (CEIECHL, ey
South Korea

and a new version of Apple's operating systems.

IMAC M6

DEVICES OF THE WEEK Colors

DEVICE WHAT IS NEW US PRICE DELIVERY Seven

iMac M6 Up to 12 CPU and 12 GPU cores, 4.5K  From $1,499 6 Nov External displays
Up to two 6K

XREAL Aura Android XR, Gemini, 70 degree field $1,099 until Mid

of view December November

SOURCES

MacBook Tandem OLED, touch, Dynamic Island From $2,899 6 Nov

Pro 1 Apple Newsroom,

Apple unveils new iMac
with M6, 27 Oct 2026

Vendor prices, before tax. Not announced for Serbia.
apple.com

2 Android Headlines,

IMAC WITH Mé XREAL AURA Launches
. . . . . Today, but the B

On 27 October Apple introduced an iMac with the M6 chip, with up to 12 P?iczy\',\,c::.tt Lzste;tg Oct

CPU cores and 12 GPU cores, two more than before. According to 2026

androidheadlines.com

Apple's testing, on-device Al is up to five times faster than on the M4

; . ) 3 Apple, About th
iMac, and graphics up to twice as fast. ity Glas s

security content of iOS
27.2 and iPadOS 27.2,
26 Oct 2026

XREAL AURA support.apple.com

On 28 October XREAL started selling Aura, the first wired XR glasses
running Android XR with Gemini built in. The field of view is 70 degrees,
and computing happens in a separate puck with a Snapdragon Reality
Elite chip, connected by cable. The regular price is $1,279, or $1,099 un-
til December.

I0OS AND MACOS 27.2

The 26 October releases bring 163 security fixes in iOS alone, among
them two for Siri and one for Apple Intelligence. On the Mac, Siri Al is
still in beta and unavailable in the EU. More on page 19.
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LAB / OPENAI / 26 OCT 2026

Alwrote a proof. What d
mathematicians dono ’

OpenAl claims its models proved three deep results in
mathematics, computer science and physics. Verification is
only beginning.

The 26 October post chooses its words carefully. OpenAl calls its
models' manuscripts raw research data, not scientific under-
standing. To turn them into understanding, the company asked
outside experts to organize groups that will check and explain the
results. Participation is voluntary and unpaid, with no non-disclo-
sure agreements, and OpenAl does not seek academic credit for
the discoveries.

The first result is in harmonic analysis. The local smoothing conjecture,
proposed by Sogge in 1991, says that the most extreme focusing of
waves is short-lived. According to OpenAl, its models proved it in every
dimension, which would also resolve the Kakeya conjecture and Stein's
restriction conjecture.

The second is in theoretical computer science: the models, the com-
pany says, showed that the Exponential Time Hypothesis (ETH) is false.
The third is in physics: a rigorous proof of the existence of quantum
chromodynamics and, as a step along the way, of pure Yang-Mills the-
ory in four dimensions.

For the first two results, the proof text and a formalization in Lean, a
program that checks proofs step by step, have been published.
Formalization lowers the risk of error but does not replace understand-
ing: someone has to explain why the proof works and check that the
Lean statement says exactly what the conjecture claims.
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HOW IT UNFOLDED,
2026

9 Sep Yang-Mills
proof

18 Sep QCD proof

16 Oct ETH refuted;
Yang-Mills in
Lean

17 Oct ETH formalized
in Lean

18 Oct Local
smoothing
proof

19 Oct Formalized in
Lean

26 Oct Release and
expert groups

SOURCES

1 OpenAl, Working with
academic communities
to build scientific
understanding, 26 Oct
2026
openai.com
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LAB OPENAI VERIFICATION
WHAT WE DO NOT

KNOW

Three results, three o o e s

results had been

independently
ways to CheCk confirmed when this

issue closed. The
For each result OpenAl chose a different path to the release s OpenAlls

claim, with public
scientific community. What is public, who is checking and materials for two of

what is still unclear. the three results.

STATUS AS OF 30 OCT 2026 COLLABORATION
WHAT IS PRINCIPLES

FIELD CLAIM PUBLIC WHO CHECKS STATUS ranSparenCY
Mathematics Local smoothing in Textand Lean ~ The community, no Claim, No non-disclosure

every dimension, proof on GitHub organized group checked in agreements

Lean

hence Kakeya ea T
Computer ETH is false Text, Lean Impagliazzo, Paturi, Review OpenAl does not seek it
science proof, raw data  Williams under way Independence
Physics Existence of QCD and Materials not Gross, Douglas, Group Voluntary and unpaid

pure Yang-Mills in 4D released Jaffe, Klebanov, writing it up

Nekrasov SOURCES

None of the results has gone through normal peer review yet. 1 OpenAl, Working with

academic communities
to build scientific

WHY IT MATTERS WHO CHECKS understanding, 26 Oct
2026
The ETH group is led by Russell Impagliazzo and Ramamohan Paturi, openai.com

two of the three authors of the hypothesis itself, and Ryan Williams of
MIT, who has previously refuted stronger versions of ETH. The group
asked for all raw data to be public and for OpenAl to fund a conference
on the implications. Practical algorithms, the post itself says, are a long
way off.

The physics group is led by Nobel laureate David Gross, and its mem-
bers include Arthur Jaffe, who formulated the Yang-Mills Millennium
Prize problem with Witten. The group will not release the Al materials
until it writes its own account.

WHAT REMAINS OPEN

None of the results has gone through normal peer review. Lean checks
that a proof follows from a statement, but the statement must match the
conjecture exactly. OpenAl acknowledges that choosing the first ex-
perts shapes who gets to the results first.
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LAB EXPLAINER KAKEYA, ETH, YANG-MILLS

Three problems,
explained without
formulas

What the Kakeya conjecture, ETH and the Yang-Mills
problem say, and why mathematicians waited decades for
an answer.

THREE QUESTIONS IN ONE SENTENCE

GEOMETRY COMPLEXITY PHYSICS

Kakeya ETH Yang-Mills

How much room a needle Whether some logic Whether a theory of the

needs to point in every problems need exponential strong force exists as a

direction time rigorous mathematical
object

KAKEYA: A NEEDLE THAT TURNS

In 1917 Soichi Kakeya asked how little room a needle of length one
needs to turn around. The surprising answer is that the area can be ar-
bitrarily small. The Kakeya conjecture goes further: a set containing a
needle in every direction, even if its area is close to zero, must have full
dimension. Wang and Zahl proved it in three dimensions in 2025.

ETH: HOW HARD IS A HARD PROBLEM

The satisfiability problem asks whether true and false values can be as-
signed to variables so that a whole logical formula is true. ETH says that
for one class of such formulas no algorithm can be substantially faster
than exponential growth in the number of variables. If ETH is false,
many "this cannot be faster" conclusions lose their footing, but P still
need not equal NP.

YANG-MILLS: A THEORY THAT EXISTS IN PHYSICS, NOT IN MATHEMATICS

Physicists have used theories of the strong force for decades.
Mathematically, however, nobody has rigorously proved that such an
object exists. The Clay Institute offers a million dollars for a proof of ex-
istence and of the so-called mass gap. OpenAl's post speaks of exis-
tence and says nothing about the mass gap.

tutorijali.app/o0000000/005

LAB

BEFORE AI

1917

Kakeya poses the
question

1991
Sogge, local smoothing
2019

Guth, Wang, Zhang: 2D
2025

Wang and Zahl: Kakeya
in 3D

SOURCES

1 OpenAl, Working with
academic communities
to build scientific
understanding, 26 Oct
2026

openai.com

45


https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://openai.com/index/building-scientific-understanding-with-academic-communities/

0000000 / 005

LAB / GOOGLE DEEPMIND / 27 OCT 2826

Genie 4:a world:
watch

DeepMind introduced a model that builds interactive worlds
with images, sound and dialogue in real time. For now it is a
research preview for trusted testers.

Genie 4 builds an environment you enter with the keyboard and
steer with text while it runs: change the weather, move the cam-
era, add a person or an object, and the world responds. For the
first time in the series the model also generates sound, from am-
bience to dialogue with characters who react to what you do.

Genie does not work alone. Gemini Omni anchors it in the look and be-
havior of the real world, other Gemini models keep it coherent, and
Gemini 3.8 Flash acts as a guiding agent: it watches the scene, breaks a
goal into steps and checks whether each step succeeded. DeepMind
shows a UR5 arm dispensing liquid and Apptronik's Apollo humanoid
playing checkers as examples of robot training environments.

The limits are listed in the same post. Visual details and object perma-
nence can drift over time, more often in long sessions and after several
complex edits. Open problems include complex physical interactions,
audio accuracy, legible text and long-term consistency. Every video and
audio output carries a SynthID watermark.
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AVAILABILITY

Status
Research preview

Coming
Google Al Ultra, Project
Genie

Developers
Early partners, Gemini
API

Figures
No fps or resolution data

SOURCES

1 Google DeepMind,
Genie 4: A new
generation of world
simulation, 27 Oct 2026
deepmind.google
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LAB UNITREE 28 0CT 2026 NINE MONTHS

Revenue

Humanoids grow faster "
than prOfits 386.7M yuan, +270.5%

Unitree, the Chinese robot maker listed on the STAR 1 Reuters (WHTC),

. . Unitree's quarterly
Market, reported 70% higher third quarter revenue but revenue surges 70% in

test for China's robotics

lower profit. The reason is research spending. it S8 O A0S

whtc.com

SOURCES

UNITREE, THIRD QUARTER 2026, MILLION YUAN

Revenue 665 (+70%)
Research and development [ | 127 (+249.6%)
Net profit [ 112.7 (-17.4%)
Analysts' profit estimate ] 224

Net profit attributable to shareholders. Analysts' estimate per Reuters. Source: Reuters (WHTC).

Unitree of Hangzhou, which listed on Shanghai's STAR Market in
August, published its first quarterly results as a public company.
Revenue of 665 million yuan, about $100 million, was up 70% from a
year earlier. Net profit, however, fell 17.4% to 112.7 million yuan, about
half the analysts' estimate. Research and development spending rose
almost 250% and equals 19.1% of revenue.

Over nine months revenue rose 55.7% and profit 270.5%, but that is a
base effect: last year the company booked a large one-time share-
based payment expense.

THE ECONOMICS OF HUMANOIDS

Unitree is one of the few profitable Chinese robot makers, but the sec-
tor is still looking for commercial uses that justify expectations. Reuters
reports that Chinese regulators are slowing humanoid listings while they
check whether revenue tied to state projects reflects real demand.

That is also the context for Genie 4 and similar simulators: training in
simulated worlds can make robot development cheaper, but it will not
create customers on its own.
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lllustration: the Sun on the left, the edge of the heliosphere and Voyager 1 beyond it. 0000000, NOT TO SCALE

ORBIT NASA 29 0CT 2026 VOYAGER 1
Launched

One light-day from home

Now

About 24 billion km

18 Nov 2026
25.89 billion km

Voyager 1 went silent on 18 and 19 October and called back
on 20 October. In three weeks, on 18 November, it will be as
far away as light travels in 24 hours.

Power

. Minus 4 W a year
On 18 and 19 October the Deep Space Network did not detect the

spacecraft's signal in two scheduled attempts 24 hours apart. The sig- SOURECES

nal returned on 20 October and contact has held since. Engineers are 1 NASA, NASA's Voyager
still investigating. What is known so far is that one group of thrusters 1 Conserves Power,
went offline, the backup thrusters took over, and the spacecraft put it- Resolves Brief

] . K . Communications Pause,
self into a protective mode that pauses normal operations while the 29 Oct 2026

team diagnoses the problem. According to mission manager Kareem B T P
Badaruddin, this is the first time the spacecraft has behaved this way.

In early September the team turned off three devices on Voyager 1 at
once and replaced them with lower-power ones, about six weeks after
the same swap on Voyager 2. The radioisotope generators lose about 4
watts a year, and without the swap another instrument would have had
to be switched off as early as summer 2027.

Voyager 1 travels at about 61,000 kilometers per hour. The 18 November
milestone is symbolic: nothing changes on the spacecraft, but its radio
signal will travel 24 hours one way.
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ORBIT NASA, ESA, JAXA OCTOBER 2026 MISSIONS
CRISTAL
L] o :
Testing, launch 2027 or
How farisonelight-day =
MMX
A logarithmic scale shows how close the planets are to the Mars orbit, August 2027

Sun compared with Voyager, and two missions took a small
but real step this week.

SOURCES

1 NASA, NASA's Voyager
1 Conserves Power,

DISTANCE FROM THE SUN IN ASTRONOMICAL UNITS (AU), LOGARITHMIC SCALE Resolves Brief
Communications Pause,
Earth Neptune Voyager 1, 18 Nov 29_OCt 2026
1AU, 8.3 light-minutes 30 AU, 4.2 hours 173 AU, 24 hours sclence.nasa.gov

2 ESA, Ice mission

° CRISTAL opens its
\ wings, 26 Oct 2026
Jupiter Heliopause esa.int
5.2 AU, 43 minutes Voyager 1 crossed in 2012 AU
16 100 3 Bernama (Kyodo),

Japan's Martian Moon
Mission Probe
Operating Normally

After Launch: JAXA, 21
WHY A LOGARITHMIC SCALE Oct 2026

Planet distances are averages. The heliopause is where the solar wind ends.

On a linear scale Earth would be a dot next to the Sun, and Neptune pernanacon

only a sixth of the way to Voyager. Here each tick is ten times farther
than the previous one.

ESA CRISTAL

Europe's Copernicus satellite for measuring the thickness of ice and
snow has moved from assembly into testing. On 26 October ESA re-
ported that it had successfully deployed its solar panels and passed a
launch adapter fit check. Its main instrument is a dual-frequency radar
altimeter that measures the height of ice and of the snow on it. CRISTAL
is set to be the first Copernicus expansion mission in orbit. Launch is
targeted for late 2027 or early 2028. The satellite has not launched.

JAXA MMX

The Japanese spacecraft bound for the moons of Mars, covered in is-
sue 004, is operating normally after its October launch, according to
JAXA. Mars orbit insertion is planned for August 2027.
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WORK / OPENAI, SERVICENOW,

MICROSOFT

26 TO 28 0OCT 2026

WORK

NUMBER

60,000

Agents enter the office

OpenAl and ServiceNow expand their partnership, new
OpenAl data shows what work people bring to ChatGPT,
and Microsoft offers voluntary buyouts to about 60,000

employees Microsoft
offered voluntary
buyouts, per AP. AP
(WDBJ7)

TIMELINES

employees.

ServiceNow MCP

Available

SHARE OF THE TEN MOST COMMON ACTIVITIES IN WORK MESSAGES,
OF 74 COUNTRIES, %

AVERAGE

Security
Early access in January

2027

56.0% 51.1%

Codex in ServiceNow

1

Q1 2025

Q3 2026

A decline means use is spreading across more kinds of work. Individual ChatGPT plans only. Source:
OpenAl.

SERVICENOW AND OPENAI

The expanded partnership brings ServiceNow into ChatGPT: an IT team
can find similar incidents, assess the risk of a change and update a
record without leaving the conversation. Customers choose which ca-
pabilities to enable, and existing business rules and permissions stay in
force.

WHAT PEOPLE DO WITH CHATGPT

OpenAl Signals maps work messages to 165 categories of work activi-
ties from the US O*NET framework, for nearly 100 countries. Use is
spreading: the ten most common activities make up a shrinking share of
messages. The data does not measure productivity or job losses.

MICROSOFT AND 60,000 OFFERS

Microsoft offered voluntary buyouts to about 60,000 employees in the
US, the UK, Canada and India. It is an offer, not a layoff. AP links the
move to the cost of Al infrastructure, and how many people will leave is
not yet known.
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During 2027

SOURCES

OpenAl, OpenAl and
ServiceNow expand
partnership across
enterprise workflows,
28 Oct 2026
openai.com

OpenAl, ChatGPT's
expanding world of
work, 26 Oct 2026
openai.com

AP (WDBJ7), Microsoft
offers 60,000
employees voluntary
buyouts as Al spending
accelerates, 26 Oct
2026

wdb3j7.com
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https://openai.com/index/chatgpt-expanding-world-of-work/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://openai.com/index/chatgpt-expanding-world-of-work/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
https://www.wdbj7.com/2026/10/26/microsoft-offers-60000-employees-voluntary-buyouts-ai-spending-accelerates/
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SHIPPED & 22 OCT 2026 > 30 OCT 2826

SHIPPED

Shipped this week

What is actually available, with its status. Announcements without a date are not on

this page.
GITHUB - 28 OCT GITHUB - 28 OCT
Copilot Fusion Actions lockfiles

Automatic model selection and orchestration, Standard,
High and Max levels. Each model is billed at its own
rate. Page 27.

u GitHub Changelog

Locks exact action commits, on the free plan too. Does
not guarantee an action is safe. Page 34.

m GitHub Changelog

GITHUB -
Agentic Workflows

Automation described in Markdown, runs as an Actions
job and consumes Al credits. Page 29.

m GitHub Changelog

28 0OCT

GITHUB -
Assisted permissions

A model lets only clearly safe agent commands
through. CLI, app and VS Code. Page 28.

m GitHub Changelog

26 OCT

GITLAB -
Orbit

A context graph for agents, for Premium and Ultimate,
first on GitLab.com. Page 30.

m GitLab

29 oCT

GOOGLE - 28 OCT
Android Studio Rabbit 2

Agents of your choice via ACP, Skill Manager and stable
XR emulators. Page 31.

I\/ YN IR Android Developers Blog

DUCKDB - 21 OCT

DuckDB 2.0 LTS

Quack, async I/0, VARIANT and agent mode. Older
DuckDB cannot read new databases. Page 32.

AVAILABLE Qi)

PREVIEW, LIMITED ACCESS OR ANNOUNCEMENT
Al Scan public preview, GitHub

Al application scanning public preview, GitHub
Push protection Al public preview, GitHub

tutorijali.app/o000000/005

APPLE - 26 OCT
iOS and macOS 27.2

163 security fixes in iOS. Siri Al on the Mac is in beta
and unavailable in the EU. Page 19.

AVAILABLE [EYIES

Genie 4 research preview, DeepMind
Gemini 4 Carbon limited access, Google
Kimi K3.1 Pro weights promised by 4 Nov
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https://github.blog/changelog/2026-10-28-route-and-orchestrate-models-with-github-copilot-fusion/
https://github.blog/changelog/2026-10-28-github-actions-workflow-lockfiles-are-generally-available/
https://github.blog/changelog/2026-10-28-github-agentic-workflows-generally-available
https://github.blog/changelog/2026-10-26-github-copilot-assisted-permissions-generally-available
https://about.gitlab.com/blog/gitlab-orbit-ga/
https://developer.android.com/blog/posts/ai-agents-android-studio-integration
https://duckdb.org/2026/10/21/announcing-duckdb-200
https://support.apple.com/en-us/149230
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5 MINUTES & 22 O0CT 2026 > 30 0CT 2026

In brief

5 MINUTES

Eight short stories that did not get their own page but are worth knowing.

TYPESCRIPT -
TypeScript 71Beta

A new stable API for tools, import attributes in ambient
modules and a plugin point for .vue and .svelte. On one
project builds are 1.9 times faster with 49.6% less
memory.

BETA | TypeScript

20 OCT

GITHUB -
GitHub Apps for the whole enterprise

One app covers automation across all of an enterprise's
organizations and can replace classic tokens.
Announced for GHES 3.24.

m GitHub Changelog

23 0CT

GITHUB - 26 OCT

GPT-61Terra in Copilot

OpenAl's new model arrived in GitHub Copilot on the
day it was released.

GitHub Changelog

MOONSHOT - 23 0CT
Kimi K3.1Pro

A one million token context, $2 and $10 per million
tokens. Open weights promised by 4 November.
MarkTechPost

ANTHROPIC -
Cyber Verification Program

Verified security professionals get access to the most
capable models, with less blocking of cyber tasks.

27 0OCT

PHP - 21 OCT
PHP 8.6 RC4

A release candidate with the PHP2Shell fixes. Not for
production, and RC5 is planned for 5 November.

Anthropic PHP
SK HYNIX - 28 OCT ALPHABET - 28 OCT

Memory sold in advance

Long-term agreements with 14 major customers cover
more than half of capacity for 2027 and 2028.

SK hynix

tutorijali.app/o000000/005

Gemini passes a billion users

According to Sundar Pichai, the Gemini app has over a
billion users, and the APIs process nearly 32 billion
tokens a minute.

Google
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https://devblogs.microsoft.com/typescript/announcing-typescript-7-1-beta/
https://github.blog/changelog/2026-10-23-enterprise-installations-for-github-apps-generally-available
https://github.blog/changelog/2026-10-26-gpt-6-1-terra-in-github-copilot
https://www.marktechpost.com/2026/10/23/moonshot-ai-kimi-k3-1-pro-open-weight-model/
https://www.anthropic.com/research/discovering-vulnerabilities-with-claude
https://www.php.net/
https://news.skhynix.com/en/q3-2026-business-results/
https://blog.google/company-news/inside-google/message-ceo/alphabet-earnings-q3-2026/
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THIS WEEK IN NUMBERS

The week in numbers

22 OCT 2026 > 30 OCT 2026

NUMBERS

155

GLM-5.3 responses with other
users' data, all to prompts over
681,280 tokens

CLOUDFLARE - 27 AUG TO 9 SEP

62 CVE

in Chrome from Anthropic's
research, patched as of version
156

ANTHROPIC - 27 OCT

6.3...

estimated impact of the Binance
incident, not the final loss

BINANCE - 30 OCT

~3$bn

frozen on chain, according to
Binance

BINANCE - 30 OCT

10 CVE

added to the CISA KEV catalog in
seven days

CISA - 23 TO 29 OCT

88.2.

Gemini 4 Carbon on SEC-bench
Pro, Google's figure

GOOGLE - 28 OCT

1/5:

GPT-6.1 Terra per million input
and output tokens

OPENAI - 26 OCT

tutorijali.app/o0000000/005

40...

of GitHub PRs in September were
started by an agent; 17% in
March

GITHUB - SEPTEMBER 2026

179..

pushes to GitHub in 12 months,
more than 2024 and 2025
combined

GITHUB - TO 30 SEP
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https://blog.cloudflare.com/kv-cache-exposure-remediation/
https://www.anthropic.com/research/discovering-vulnerabilities-with-claude
https://www.binance.com/en-IN/support/announcement/detail/c5a8729a97ac486d963784d96c5642d7
https://www.binance.com/en-IN/support/announcement/detail/c5a8729a97ac486d963784d96c5642d7
https://www.cisa.gov/known-exploited-vulnerabilities-catalog
https://blog.google/innovation-and-ai/models-and-research/gemini-models/introducing-gemini-4-carbon/
https://openai.com/index/introducing-gpt-6-1-terra/
https://github.blog/news-insights/octoverse/octoverse-commits-pushes-reach-new-highs-in-2026-as-developers-build-with-agents/
https://github.blog/news-insights/octoverse/octoverse-commits-pushes-reach-new-highs-in-2026-as-developers-build-with-agents/
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THIS WEEK IN NUMBERS

22 OCT 2026 > 30 OCT 2026

NUMBERS

More numbers of the week

92.3...

Microsoft revenue in fiscal Q1
2027

MICROSOFT - TO 30 SEP

127.6...

Alphabet revenue in Q3 2026

ALPHABET, SEC 8-K - TO 30 SEP

201.9...

Amazon net sales in Q3 2026

AMAZON - TO 30 SEP

103.

annual growth of Google Cloud,
to $30.7bn

ALPHABET, SEC 8-K - Q3 2026

39.

annual growth of AWS, to
$46.0bn

AMAZON - Q3 2026

10406tn KRW

SK hynix revenue, above 100
trillion for the first time

SK HYNIX - 3Q26

80..

SK hynix operating margin

SK HYNIX - 3Q26

tutorijali.app/o0o00000/005

16.3...

Anthropic revenue in the first half
of 2026

SEC EDGAR - S-1, 26 OCT

18 Nov

Voyager 1 one light-day from
Earth

NASA - PLANNED
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https://www.microsoft.com/en-us/Investor/earnings/FY-2027-Q1/press-release-webcast
https://www.sec.gov/Archives/edgar/data/0001652044/000165204426000080/googexhibit991q32026.htm
https://ir.aboutamazon.com/news-release/news-release-details/2026/Amazon-com-Announces-Third-Quarter-Results/default.aspx
https://www.sec.gov/Archives/edgar/data/0001652044/000165204426000080/googexhibit991q32026.htm
https://ir.aboutamazon.com/news-release/news-release-details/2026/Amazon-com-Announces-Third-Quarter-Results/default.aspx
https://news.skhynix.com/en/q3-2026-business-results/
https://news.skhynix.com/en/q3-2026-business-results/
https://www.sec.gov/Archives/edgar/data/2130357/000162828026067168/anthropicpbc-sx1.htm
https://science.nasa.gov/blogs/voyager/2026/10/29/nasas-voyager-1-conserves-power-resolves-brief-communications-pause/
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NEXT 22 0CT 2026 » 30 0CT 2026

NEXT

What we are watching

Dates confirmed in sources.

> 1 NOV

Deadline for GitLab and Cisco

US federal agencies must patch CVE-2026-97229 and
CVE-2026-76418 by then.

> 4 NOV
Kimi K31 Pro weights

Moonshot promised open weights by this date.

MarkTechPost
CISA
> 5 NOV > 6 NOV
PHP 8.6 RC5 Apple deliveries

The next PHP 8.6 release candidate.

The MacBook Pro with PROLED XDR and the M6 iMac
reach customers.

PHP

Apple Newsroom - Apple Newsroom
> NOVEMBER > NOVEMBER
First DuckDB 2.0 patch Copilot sandbox billing

The team advises critical systems to wait for it.
DuckDB

GitHub starts charging for sandboxes.
GitHub Changelog

> MID NOVEMBER

XREAL Aura
Shipping in the US, Canada, Japan, South Korea.

Android Headlines

> 17 TO 20 NOV

Microsoft Ignite
Microsoft's agent tools conference.

Microsoft Security

> 18 NOV

Voyager 1, one light-day
A symbolic milestone.

NASA

> 31 DEC
End of support for PHP 8.2

No security fixes after this date.
PHP

> JANUARY 2027
OpenAl and ServiceNow
Early access to the joint security solution.

OpenAl

NO DATE
Anthropic IPO price and date not set
Binance post-mortem after the investigation

tutorijali.app/o000000/005

> ROUGHLY 2027 TO 2028
MMX and CRISTAL

MMX in Mars orbit in August 2027, CRISTAL launch in
late 2027 or 2028.

Bernama (Kyodo) - ESA

Gemini 4 Carbon wider access, no timeline
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https://www.cisa.gov/known-exploited-vulnerabilities-catalog
https://www.marktechpost.com/2026/10/23/moonshot-ai-kimi-k3-1-pro-open-weight-model/
https://www.php.net/
https://www.apple.com/newsroom/2026/10/apple-unveils-groundbreaking-macbook-pro-with-proled-xdr-display/
https://www.apple.com/newsroom/2026/10/apple-unveils-new-imac-with-m6/
https://duckdb.org/2026/10/21/announcing-duckdb-200
https://github.blog/changelog/2026-10-28-work-from-anywhere-with-a-new-connected-copilot-cloud-experience
https://www.androidheadlines.com/2026/10/xreal-aura-launch-price-availability.html
https://www.microsoft.com/en-us/security/blog/2026/10/19/agents-are-your-newest-insiders-security-must-move-at-their-speed/
https://science.nasa.gov/blogs/voyager/2026/10/29/nasas-voyager-1-conserves-power-resolves-brief-communications-pause/
https://www.php.net/
https://openai.com/index/openai-servicenow-partnership-expansion/
https://bernama.com/en/world/news.php?id=2623666
https://www.esa.int/Applications/Observing_the_Earth/Copernicus/Ice_mission_CRISTAL_opens_its_wings
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SOURCES

22 OCT 2026 > 30 OCT 2026

SOURCES

All sources in thisissue

Sources are grouped by page, in order of first appearance. The primary source
comes first. Every link is live.

AI

COVER STORY: THE QUESTION IS NO LONGER WHAT
CAN DO

. Cloudflare. Cross-request KV cache exposure in the GLM-5.3

Workers Al model, and our remediation with SGLang. 26 Oct 2026
blog.cloudflare.com/kv-cache-exposure-remediation/

. OpenAl. How we detect frontier model misalignment. 29 Oct 2026

openai.com/index/how-we-detect-frontier-model-
misalignment/

. GitHub. Octoverse: Commits, pushes reach new highs in 2026 as

developers build with agents. 28 Oct 2026
github.blog/news-insights/octoverse/octoverse-commits-
pushes-re..

. OpenAl. Working with academic communities to build scientific

understanding. 26 Oct 2026
openai.com/index/building-scientific-understanding-with-
academi..

COVER STORY: CONTROL IS WORK, NOT A SWITCH

. GitHub Changelog. GitHub Copilot assisted permissions generally

available. 26 Oct 2026
github.blog/changelog/2026-10-26-github-copilot-assisted-
permis..

. Google. Introducing Gemini 4 Carbon. 28 Oct 2026

blog.google/innovation-and-ai/models-and-research/gemini-
models..

. SEC EDGAR. Anthropic, PBC, Form S-1 Registration Statement. 26

Oct 2026
sec.gov/Archives/edgar/data/2130357/000162828026067168/an
thropi.

SECURITY: ANTHROPIC AND ATTACK CHAINS

8. Anthropic. Discovering and exploiting vulnerabilities in critical,

real-world software with Claude. 27 Oct 2026
anthropic.com/research/discovering-vulnerabilities-with-
claude

tutorijali.app/o000000/005

alal

Do

SECURITY: FIVE CHAINS, FIVE VENDORS

Apple. About the security content of iOS 27.2 and iPadOS 27.2. 26
Oct 2026
support.apple.com/en-us/149230

%2

10.

11.

SECURITY: BINANCE

Binance. Security Incident Update. 30 Oct 2026
binance.com/en-
IN/support/announcement/detail/c5a8729a97ac486d9..
TechCrunch. Binance pauses withdrawals as hackers suspected
of stealing billions in crypto. 29 Oct 2026
techcrunch.com/2026/10/29/binance-pauses-withdrawals-as-
hackers..

13

12.

SECURITY: BINANCE, THREE NUMBERS

CNBC. Biggest-ever crypto hack impacts $6.3 billion as Binance
works to contain fallout. 29 Oct 2026
cnbc.com/2026/10/29/circle-tether-freeze-funds-impacted-
by-pote..

3

13.

14.

SIGNAL: TESTS THAT SHOW, BUT DO NOT PROVE

arXiv. Evaluating DeepSeek V4.1 Flash-1017 for loss of control and
harmful manipulation risks. 26 Oct 2026
arxiv.org/abs/2610.35671

GovinfoSecurity. Cohere Flags Data Exfiltration Risk in Alibaba Al
Model. 27 Oct 2026
govinfosecurity.com/cohere-flags-data-exfiltration-risk-
in-alib..

16

A3,

SIGNAL: RISK WRITTEN INTO THE PROSPECTUS

Anthropic. Anthropic files S-1 with the SEC for proposed initial
public offering. 26 Oct 2026
anthropic.com/news/sl-sec

17

16.

SIGNAL: THE NEW MODEL SPEC

OpenAl. An updated Model Spec for more capable and beneficial
Al. 29 Oct 2026
openai.com/index/updated-model-spec/
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https://blog.cloudflare.com/kv-cache-exposure-remediation/
https://openai.com/index/how-we-detect-frontier-model-misalignment/
https://github.blog/news-insights/octoverse/octoverse-commits-pushes-reach-new-highs-in-2026-as-developers-build-with-agents/
https://openai.com/index/building-scientific-understanding-with-academic-communities/
https://github.blog/changelog/2026-10-26-github-copilot-assisted-permissions-generally-available
https://blog.google/innovation-and-ai/models-and-research/gemini-models/introducing-gemini-4-carbon/
https://www.sec.gov/Archives/edgar/data/2130357/000162828026067168/anthropicpbc-sx1.htm
https://www.anthropic.com/research/discovering-vulnerabilities-with-claude
https://support.apple.com/en-us/149230
https://www.binance.com/en-IN/support/announcement/detail/c5a8729a97ac486d963784d96c5642d7
https://techcrunch.com/2026/10/29/binance-pauses-withdrawals-as-hackers-suspected-of-stealing-billions-in-crypto/
https://www.cnbc.com/2026/10/29/circle-tether-freeze-funds-impacted-by-potential-binance-security-issue.html
https://arxiv.org/abs/2610.35671
https://www.govinfosecurity.com/cohere-flags-data-exfiltration-risk-in-alibaba-ai-model-a-33223
https://www.anthropic.com/news/s1-sec
https://openai.com/index/updated-model-spec/
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SOURCES CONTINUED
18 PATCH NOW: PATCH NOW
17. GitLab. GitLab Critical Patch Release: 19.4.2, 19.3.5, 19.2.8. 12 Oct

18.

19.

2026
docs.gitlab.com/releases/patches/patch-release-gitlab-19-
4-2-re..

CISA. Known Exploited Vulnerabilities Catalog, version 2026.10.29.
29 Oct 2026
cisa.gov/known-exploited-vulnerabilities-catalog

Cisco. Cisco Secure Firewall ASA and FTD Software Remote
Access SSL VPN Tunnel Denial of Service. 28 Oct 2026
sec.cloudapps.cisco.com/security/center/content/CiscoSecu
rityAd..

20. BleepingComputer. Hackers exploit Collabora RCE flaw to
backdoor Nextcloud servers. 15 Oct 2026
bleepingcomputer.com/news/security/hackers-exploit-
collabora-rc..

21. BleepingComputer. Arista patches new VeloCloud Orchestrator
zero-day exploited in attacks. 22 Oct 2026
bleepingcomputer.com/news/security/arista-patches-new-
velocloud..

19 PATCH NOW: PHP, APPLE AND SECRETS ON GITHUB

22. PHP. Session upload progress advisory (23 Oct) and Windows
builds for Brotli security fix (26 Oct). 23 and 26 Oct 2026
php.net/

23. php-src on GitHub. GHSA-6wmf-4rv5-p3rp, RCE via stale global
state, CVE-2026-109619. 21 Oct 2026
github.com/php/php-src/security/advisories/GHSA-6wmf-
4rv5-p3rp

24. Apple. About the security content of macOS Golden Gate 27.2. 26
Oct 2026
support.apple.com/en-us/149521

25. GitHub Changelog. Public monitoring for enterprises generally
available. 28 Oct 2026
github.blog/changelog/2026-10-28-public-monitoring-for-
enterpri..

26. GitHub Changelog. Push protection beyond predefined secret
patterns. 28 Oct 2026
github.blog/changelog/2026-10-28-push-protection-beyond-
predefi..

20 PATCH NOW: PATCHES OF THE WEEK

27. BankInfoSecurity. Waiting for the PHP2Shell Onslaught as PoCs
Proliferate. 23 Oct 2026
bankinfosecurity.com/waiting-for-php2shell-onslaught-as-
poCS-pr.

21 MODEL WATCH: GEMINI 4 CARBON

28. Google. Q3 2026 earnings call: Remarks from our CEO. 28 Oct
2026
blog.google/company-news/inside-google/message-
ceo/alphabet-ear..

22 MODEL WATCH: GPT-6.1 TERRA

29. OpenAl. Introducing GPT-6.1 Terra. 26 Oct 2026

openai.com/index/introducing-gpt-6-1-terra/

tutorijali.app/o000000/005

30.

SOURCES

GitHub Changelog. GPT-6.1 Terra in GitHub Copilot. 26 Oct 2026
github.blog/changelog/2026-10-26-gpt-6-1-terra-in-github-
copilot

23

MODEL WATCH: MODELS OF THE WEEK

. MarkTechPost. Moonshot Al Releases Kimi K3.1 Pro with TM

Context. 23 Oct 2026
marktechpost.com/2026/10/23/moonshot-ai-kimi-k3-1-pro-
open-weig..

27

32.

BUILD: COPILOT FUSION

GitHub Changelog. Route and orchestrate models with GitHub
Copilot Fusion. 28 Oct 2026
github.blog/changelog/2026-10-28-route-and-orchestrate-
models-w..

28

BUILD: CLOUD AGENTS, AGENT MERGE AND

PERMISSIONS

33.

34.

GitHub Changelog. Work from anywhere with a new, connected
Copilot cloud experience. 28 Oct 2026
github.blog/changelog/2026-10-28-work-from-anywhere-with-
a-new-..

GitHub Changelog. Agent Merge watches and fixes pull requests
in the cloud. 28 Oct 2026
github.blog/changelog/2026-10-28-agent-merge-watches-and-
fixes-..

29

35.

36.

37.

BUILD: AGENTIC WORKFLOWS AND AI SCAN

GitHub Changelog. GitHub Agentic Workflows generally available.
28 Oct 2026
github.blog/changelog/2026-10-28-github-agentic-
workflows-gener..

GitHub Changelog. Al Scan for repositories in public preview. 28
Oct 2026

github.blog/changelog/2026-10-28-ai-scan-for-
repositories-in-pu..

GitHub Changelog. Code scanning for Al applications in public
preview. 28 Oct 2026
github.blog/changelog/2026-10-28-code-scanning-for-ai-
applicati..

30

38.

BUILD: GITLAB ORBIT

GitLab. GitLab Orbit is GA: Higher agent accuracy, lower token
cost. 29 Oct 2026
about.gitlab.com/blog/gitlab-orbit-ga/

31

39.

BUILD: ANDROID STUDIO RABBIT 2

Android Developers Blog. Your favorite agents are now integrated
in Android Studio. 28 Oct 2026
developer.android.com/blog/posts/ai-agents-android-
studio-integ..

32

40.

BUILD: DUCKDB 2.0 LTS

DuckDB. Announcing DuckDB 2.0.0 LTS Cinnamon Teal. 21 Oct
2026
duckdb.org/2026/10/21/announcing-duckdb-200
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https://docs.gitlab.com/releases/patches/patch-release-gitlab-19-4-2-released/
https://www.cisa.gov/known-exploited-vulnerabilities-catalog
https://sec.cloudapps.cisco.com/security/center/content/CiscoSecurityAdvisory/cisco-sa-asaftd-tunnel-dos-s6mgkb75
https://www.bleepingcomputer.com/news/security/hackers-exploit-collabora-rce-flaw-to-backdoor-nextcloud-servers/
https://bleepingcomputer.com/news/security/arista-patches-new-velocloud-orchestrator-zero-day-exploited-in-attacks
https://www.php.net/
https://github.com/php/php-src/security/advisories/GHSA-6wmf-4rv5-p3rp
https://support.apple.com/en-us/149521
https://github.blog/changelog/2026-10-28-public-monitoring-for-enterprises-generally-available
https://github.blog/changelog/2026-10-28-push-protection-beyond-predefined-secret-patterns
https://www.bankinfosecurity.com/waiting-for-php2shell-onslaught-as-pocs-proliferate-a-33190
https://blog.google/company-news/inside-google/message-ceo/alphabet-earnings-q3-2026/
https://openai.com/index/introducing-gpt-6-1-terra/
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